Probability

I. Definitions & Basic Rules
One way of figuring out the probability of an event, in its most basic form, could be stated as:

the number of ways of getting what I want
the number of ways of getting anything.
(Important note:  this only holds when all the different ways of getting things are equally likely.  Otherwise, we have to figure something else out.)

Example:  What is the probability of flipping a head using a fair, two-sided coin?


Since there is one way of getting a head, and two ways of getting anything, the probability of flipping a head is ½ = 0.5.

Example:  What is the probability of drawing a blue marble or a red marble out of a jar containing 3 blue, 2 red, and 5 green marbles, assuming I shake the jar well and blindly pick one?  Assume the marbles are all the same size and equally weighted, so that every marble is equally likely to be picked.

I want either a red or a blue marble, so there are 3 + 2 = 5 ways of getting what I want.   Since the jar contains 10 marbles total, there are 10 ways of getting any marble.  So the probability of getting either a red or a blue marble is 5/10 = 0.5.

Definition:  An event is simply something that could happen in a given scenario.  We usually use capital letters from the beginning of the alphabet as names for events.
Example:  Let A be the event that today’s weather is rainy.  If the weatherman says that we have a 60% chance of rain, then the probability of the event A, denoted P(A), is 0.60, or 60%.

Important Fact:  0 ≤  P(A) ≤  1 in all cases, no exceptions!  If you ever find a probability of anything that is negative or greater than 1, you screwed up!
Definition:  The sample space, denoted as Ω (pronounced omega – it’s a Greek letter, the last letter of the alphabet, and that’s the capital version.  Lowercase omega is ω.), is the set of all possible events.  

Example:  Let’s roll a six-sided die once, and look at what comes up.  The sample space, Ω, is {1, 2, 3, 4, 5, 6}, since we could roll a 1, 2, 3, 4, 5, or 6.

Example:  Imagine I have a jar of 1 red, 5 green, and 3 blue marbles, without putting any back in the jar.  If I draw 2 marbles from the jar, Ω is {(red, green), (red, blue), (green, green), (green, blue), (blue, blue)}, since all of those combinations of marbles are possible.  Notice that I didn’t list (red, red), since there is only 1 red marble in the jar.  Also notice that I didn’t say how likely all of those possibilities are – the probability that I draw (green, blue) is not the same as the probability that I draw (green, red); I’m just listing the events without mentioning their probabilities.
Important Fact:  In all cases, P(Ω) = 1, without exceptions!  This means that the probability that anything possible happens when we run the experiment is 1.  For example, the probability that we flip either heads or tails when we flip a two-sided coin is 1.

Now we can redefine probability as:


[image: image1.wmf]

 EMBED Equation.3  [image: image2.wmf]=

)

(

A

P


the number of outcomes in A

the number of outcomes in Ω
(Remember:  this is still only appropriate when every outcome in Ω is equally likely!  Be careful!)

Definition:  The empty set is denoted Φ (pronounced phi), and is the set that includes no elements at all.  P(Φ) = 0, since Φ doesn’t have any outcomes in it!

Definition:  The complement of an event A, denoted Ā or Ac, is the event that A does not occur.

Important Fact:  The probability of Ā, P(Ā), is equal to 1 – P(A).

Example:  Let A be the event that today’s weather is rainy.  Then Ā is the event that today’s weather is not rainy.  If P(A) = 0.6, P(Ā) = 0.4.  So the probability that today’s weather is not rainy is 0.4, or 40%.

Example:  Let E be the event that I roll a 6 using a fair, six-sided die. (In other words, E = {6}.)  Then Ē = {1, 2, 3, 4, 5}, and so P(Ē) = 5/6.  We can see using our formula, however, that P(Ē) = 1 – 1/6 = 5/6.  In general, when we can calculate P(Ā) directly or using the equality P(Ā) = 1 – P(A), we use the easier method.
Definition:  Two events are said to be disjoint if they have nothing in common.  
Example:  Let A be the event that a single, randomly selected student was born in 1983.  If B is the event that a randomly selected student was born in 1984, A and B are disjoint since the same student cannot be born in both years.

Example:  Roll two dice.  Let A be the event that the first roll is a one, and let B be the event that the sum of the two rolls is 8.  Are A and B disjoint?  A = {(1,1), (1,2), (1,3), (1,4), (1,5), (1,6)}, and B = {(2,6), (3,5), (4,4), (5,3), (6,2)}.  Since the first roll is never one in any of the outcomes in B, A and B are disjoint.

Definition:  The union of two events A and B, A ∪ B, means that A could happen, or B could happen, or both could happen.  (Hint:  every time you see the ∪ sign, say “or” to yourself.)
Example:  Suppose I have 1 red, 5 green, and 3 blue marbles in a jar again, and I want to choose two marbles without replacement from the jar.  If A is the event I choose a red marble, and B is the event I choose a blue marble, A = {(red, green), (red, blue)}, B = {(red, blue), (green, blue), (blue, blue)}, and A ∪ B = {(red, green), (red, blue), (green, blue), (blue, blue)}.  The only event left out of the union is the event {(green, green)}.  
Addition Rule for Disjoint Events:

If A and B are disjoint, then

P(A ∪ B) = P(A) + P(B).

Example:  If I roll 2 dice, and A is the event that the first roll is a one, while B is the event that the sum of the two rolls is an 8, we can see that A = {(1,1), (1,2), (1,3), (1,4), (1,5), (1,6)}, and B = {(2,6), (3,5), (4,4), (5,3), (6,2)}.  Thus P(A) = 1/6, and P(B) = 5/36.  So P(A ∪ B) = 6/36 + 5/36 = 11/36, since A and B are disjoint.
Example:  Let C be the event that today’s weather is cloudy, but not rainy, and let D be the event that today’s weather is rainy.  The weatherman says P(C) = 0.3, and P(D) = 0.2  Then P(C ∪ D) = P(C) + P(D) = 0.5.

Definition:  The intersection of two events, A ∩ B, means that both events have to happen.  (Hint:  every time you see the ∩ sign, say “and” to yourself.)  Note that now we can say that A ∩ B = Φ for disjoint sets.
Example:  Suppose I have 1 red, 5 green, and 3 blue marbles in a jar again, and I want to choose two marbles from the jar.  If A is the event I choose a red marble, and B is the event I choose a blue marble, A = {(red, green), (red, blue)}, B = {(red, blue), (green, blue), (blue, blue)}, and hence A ∩ B = {(red, blue)}.  If C = {(green, blue), (green, green)}, then A ∩ C = Φ, the empty set.
Example:  Let A be the event that I make an A in English, and let B be the event that I make an A in history.  Then A ∩ B is the event that I make an A in both English and history.

Addition rule:

In general,

P(A ∪ B) = P(A) + P(B) – P(A ∩ B).

Why?

To answer that question, let’s use an example to illustrate.  Suppose I roll two fair, six-sided dice.  Let’s list the outcomes in a table, where the first number is the outcome of the first roll, and the second number is the outcome of the second roll:
	(1,1)
	(1,2)
	(1,3)
	(1,4)
	(1,5)
	(1,6)

	(2,1)
	(2,2)
	(2,3)
	(2,4)
	(2,5)
	(2,6)

	(3,1)
	(3,2)
	(3,3)
	(3,4)
	(3,5)
	(3,6)

	(4,1)
	(4,2)
	(4,3)
	(4,4)
	(4,5)
	(4,6)

	(5,1)
	(5,2)
	(5,3)
	(5,4)
	(5,5)
	(5,6)

	(6,1)
	(6,2)
	(6,3)
	(6,4)
	(6,5)
	(6,6)


Now suppose we define A = the first roll is a 6, and B = the second roll is a 6.  Then we can see that the bottom row corresponds to A, and the right-most column corresponds to B.  Then A ∩ B is the event (6,6), the bottom, right corner of our table.  We can figure out from counting that P(A) = 1/6, P(B) = 1/6, and P(A ∪ B) = 11/36, but if we didn’t have the table, we would have to use our formula.  P(A ∪ B) = P(A) + P(B) – P(A ∩ B) = 1/6 + 1/6 – 1/36 = 11/36, as desired.  Why did we have to subtract off P(A ∩ B)?  Well, notice that when we added P(A) and P(B), we added the probability of the event (6,6) twice, so we had to subtract it off once, to make sure it got added only once.
Definition:  Two events A and B are said to be independent if P(A)×P(B) = P(A ∩ B).  The general concept of independence is that of a relationship:  if two events are related (for example, if one causes the other to happen, one causes the other not to happen, or both events are effects of another cause), they probably are not independent.  
Example:  If I flip a coin twice, the result of the first flip should not influence the result of the second in any way; the two results are not related.  In other words, the two flips should be independent of one another.  Let’s double-check to see whether two coin flips are independent for a fair coin.  Let A be the event that the first flip is a head, and let B be the event that the second flip is a head.  P(A) = 0.5, P(B) = 0.5, so P(A)P(B) = 0.25.  How do we figure out P(A ∩ B)?  Well, let’s list all possible outcomes:
	First flip
	Second flip

	Head
	Head

	Head
	Tail

	Tail
	Head

	Tail
	Tail


There are four possible outcomes, but A ∩ B is only one of those, so P(A ∩ B) = ¼ = 0.25.  So indeed, P(A)P(B) = P(A ∩ B).
Example:  Roll two dice again, and define A = first roll is a 6, B = second roll is a 6, and C = sum of 2 rolls is a 6.  Then A = {(6,1), (6,2), (6,3), (6,4), (6,5), (6,6)}, B = {(1,6), (2,6), (3,6), (4,6), (5,6), (6,6)}, and C = {(1,5), (2,4), (3,3), (4,2), (5,1)}, so we see P(A) = 1/6, P(B) = 1/6, and P(C) = 5/36.  Thinking about the scenario intuitively, it would make sense for A and B to be independent, since the result of one roll shouldn’t influence the result of the other.  It would also make sense for A and C to be dependent, since having a 6 on the first roll keeps you from being able to have a sum of the two rolls equal to 6.  In other words, the event A causes C not to happen, which is conceptual dependence.  Now let’s check our hypotheses using the definition of independence.

First, A ∩ C = Φ, since A and C have nothing in common, so P(A ∩ C) = 0.  On the other hand, A ∩ B  = {(6,6)}, since the two sets have that outcome in common.  So we see P(A ∩ B) = 1/36.  Since P(A)×P(B) = (1/6)×(1/6) = 1/36, our definition of independence is met!  [P(A ∩ B) = P(A)×P(B).]  However, P(A)×P(C) = (1/6)×(5/36) = 5/216, while P(A ∩ C) = 0, so obviously, A and C are not independent by definition.

Important Fact:  The equation for the definition of independence does NOT hold for two events that are not independent!  Resist the temptation to use that equation all the time!

Definition:  The probability of the event A conditional upon the event B, or the probability of A given that B happens, is defined using the following equation:
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Conceptually, we want to assume that B happened, and then find the probability that A happened.
Aside:  An alternative definition of independence is:  if A and B are independent, then P(A) = P(A|B).  This means that the probability of A given B is the same as the probability of A – in other words, it doesn’t matter that B happened!  For example, the probability of flipping a head on your second flip, given that you flipped a head on the first flip, is simply ½; it doesn’t matter what you flip the first time!
Example:  If I roll two dice, let A be the event that I roll a 5 with both, so A = {(5,5)}.  If B is the event that I roll a 5 on the first roll, B = {(5,1), (5,2), (5,3), (5,4), (5,5), (5,6)}.  Because there are 36 total possible outcomes for the roll of two dice, P(A) = 1/36.  On the other hand, if we assume that B happened, we can see that the event (5,5) is one of the 6 outcomes in B, so P(A|B) = 1/6.  Using our formula rather than logic, we know P(A ∩ B) = 1/36, and P(B) = 1/6, so P(A|B) = (1/36) / (1/6) = 6/36 = 1/6.  (The reason we need the formula is that sometimes things are too complicated for logic to be of any help to us.)
Example:  Suppose I have 25 students in my class, and 20 of them wear white socks.  If 5 of them are statistics majors who wear white socks, what is the probability that a randomly – selected white-sock-wearer is a statistics major?  

Rewording the question, it asks, “Given that a randomly selected student wears white socks, what is the probability he or she is a statistics major?”  Let W = {student wears white socks} and S = {student is statistics major}.  Then P(W) = 20/25 and
P(W ∩ S) = 5/25, so P(S|W) = (5/25) / (20/25) = 5/20 = ¼.
Sometimes we don’t know the probability of an intersection or the probability of the event that we need to be able to figure out the conditional probability.  In those cases, we often use:

Quick rule:  P(Ā|B) = 1 – P(A|B).

Example:  Let’s roll two dice again.  Then if A = {first roll is a 6} and B = {second roll is a 6}, we can check that P(A|B) = 1/6.  Since Ā = {first roll is not a 6}, we can see that P(Ā|B) = 5/6, as we would expect from our rule.

When we can’t figure out P(A|B) using the definition, sometimes we can attack the problem the long way around, using:

Bayes’ Rule:
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Example:  The ELISA test screens the blood for antibodies the body produces against HIV.  About 1% of the population currently suffers from HIV.  Doctors usually try to minimize the false negative rate, which is the percentage of patients that test negative to a disease that they actually have.  Making that number small is generally seen as a good thing, as doctors don’t want to deny treatment to a patient who actually has a disease.  The false negative rate for the ELISA test is 0.3%.  (So the probability that a person who has HIV tests negative is 0.003.)  About 98.5% of the population without HIV tests negative for the disease, so the false positive rate is about 2.5%.  Your friend Sally, having just been told that her blood test came back positive, is interested in the probability that a person who tested positive for the disease actually has it.

Let’s put some letters on our events:  H = {has HIV} and P = {tests positive}.  From the problem, we can see that P(H) = 0.01, so P(
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) = 0.015.  We want to find the probability that a person who tests positive has the disease.  In other words, we need the probability of H, given P:
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So the probability that Sally actually has HIV given that she tested positive for the disease is only 40.2%, which isn’t very large.  (In general, Bayes’ Rule sometimes gives us surprising results when P(A) is large or small, i.e. close to 0 or 1.  The reason that Sally has a decent chance of not having HIV is that such a small percentage of the population actually has HIV.)
II. Counting Methods
Our main goal in this section is to be able to figure out the probabilities of certain Poker hands!  It can be somewhat complicated to do that, so we start as simple as possible.

First, we want to count the number of ways of putting 5 balls in 5 slots (or 5 cards in 5 places).  How many ways can we arrange 5 balls into 5 slots?  Well, let’s start counting.  (Use the first letters of red, blue, yellow, green, and purple to denote those colors here and throughout to make things faster.)  One arrangement is {r, y, b, g, p}.  Another is {r, y, b, p, g}, and yet another is {r, y, p, g, b}.  If we had to list all of these rearrangements, remembering not to end up with the same rearrangement we had before, we might be here all day.  Let’s try something else.  We know that if we have 5 slots, there are 5 possibilities for the first ball.  Once that ball is placed in the first slot, there are 4 remaining balls we can choose (we’re choosing balls without replacement).  Then we have 3 balls left for the third slot, and so on.  So there must be 5×4×3×2×1 = 5! = 120 ways of rearranging the 5 balls into 5 slots.  We can see that this formula makes sense with 3 balls and 3 slots.  The list of all the possibilities is:

                     (r, y, b)                        (y, r, b)                       (b, r, y)
                     (r, b, y)                        (y, b, r)                       (b, y, r)

There are three possibilities for the first slot:  red, blue, or yellow.  Then once that slot has been filled, there are two possibilities for the second slot.  3×2×1 = 6, and we can see that indeed, we listed 6 rearrangements.  In general, there are n! ways of rearranging n balls in n slots.  (Remember:  n! = n×(n-1)×(n-2)×…×2×1, where n is an integer.  Oh, and just because mathematicians are weird, 0! is defined to be 1.)
Now we want to find the number of ways of choosing k balls out of a box of n balls, where k ≤ n.  Take the example where n = 5 and k = 3, so we want to find the number of ways of choosing 3 balls out of a box containing 5 balls.  If we think of this as being another case with 5 balls and 5 slots, with 2 slots in the box and 3 slots out of the box, we see there are 5! ways of rearranging our balls in their slots.  However, we don’t care about the rearrangements of the balls in my hand!  Let H be the set of balls in my hand, and let O be the set of balls in the box.  In that case, H = {r, y, b} and O = {g, p} is one arrangement of the balls; H = {r, y, g} and O = {b, p} is a rearrangement that is different from the rearrangement, in the sense that I chose different colors of balls this time.  However, H = {r, b, y} and O = {p, g} is a rearrangement of my first arrangement that is not different, so I don’t want to count it.  For that reason, I’m going to divide out the number of ways of rearranging the 5 balls so that I end up choosing the same colors.  Since there are 3! ways of rearranging the balls in my hand and 2! ways of rearranging the balls in the box, I conclude that the number of ways of choosing 3 balls from a box containing 5 balls is 
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In general, the number of ways of choosing k balls from a box containing n balls is 
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We generally write 
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 and say, “n choose k.”  
Example:  Suppose I have a box containing 5 red and 6 blue balls.  If I take three balls out of the box, what is the probability that two are red and one is blue?
Remember that we originally defined probabilities to be the number of ways of getting what I want divided by the number of ways of getting anything.  Here, “anything” means any three balls of any colors.  The number of ways of getting any three balls of any colors is
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, since there are 11 balls in the box and I want to choose 3 of them.  I actually want two of the red balls and one of the blue balls, so from the 5 red balls I choose 2 and from the 6 blue balls I choose 1.  My numerator, then, is
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.  The probability of getting two red and 1 blue balls if I randomly select 3 balls is:
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Example:  If I have 5 red balls, 6 blue balls, and 3 yellow balls in the box, what is the probability that I choose exactly 2 red balls from the box if I take 3 out of the box?  (In other words, the third ball could be either blue or yellow.)  

From the 5 red balls, I need to choose 2, but I don’t care what color the third one is, as long as it isn’t red.  So from the 6 + 3 = 9 remaining balls, I choose 1.  Then my probability is:
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Example:  What happened to Poker?  Ah, yes.  Just to review, remember that a typical deck of cards has suits clubs, spades, hearts, and diamonds, and the clubs and spades are black while the hearts and diamonds are red.  Each of the 4 suits contains 13 cards, labeled Ace, 2, 3, 4, 5, 6, 7, 8, 9, 10, Jack, Queen and King.  (Sometimes the Ace is the lowest card, and sometimes it’s the highest, depending on what game you’re playing.)  Thus there are 4×13 = 52 cards total, 26 red and 26 black.  If I am randomly dealt 5 cards, what is the probability that my hand is a flush (5 cards all the same suit)?  Break down the probability into numerator and denominator.  The number of ways of getting any hand at all is just the number of ways of choosing 5 cards from 52: 
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.    The number of ways of choosing 5 cards all of the same suit is a bit more complicated.  First I want to choose a suit, and then from that suit, I need to choose all 5 of my cards.  So I end up with 
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, since there are 13 cards in each suit.  So the probability of being dealt a straight (note that this includes the probability of being dealt a straight flush or a royal flush, for all you Poker fanatics) is 
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  In other words, it almost never happens!  If you actually get a straight, you can probably bet the ranch.  
Important Fact:  The following four equations are always true, no matter what n is:
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Proof.  Start with your intuition:  How many ways are there of choosing 0 balls from a box containing n objects?  One!  Just don’t choose any!  So it makes sense that n choose 0 is equal to 1.  But to make the mathematicians happy, I guess we have to do a mathematical proof:
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The other three proofs are left to the reader.
III. Random variables
Definition:  A probability distribution function, or pdf, is a description that lists the possible outcomes of an experiment and assigns probabilities to each outcome.
Example:  The pdf for a coin flip is:

	Heads
	½

	Tails
	½


Notice that we should be able to add up all the probabilities for a pdf and get 1, since P(Ω) = 1. (In this case, ½ + ½ = 1, so we’re happy.)
Definition:  A random variable is a variable which assigns numbers to outcomes of some random experiment.  
In general, once we get out of this probability mess and into the real world, a variable will be some particular characteristic of the experimental unit we’re studying.  For example, a psychologist will want to study people, and some characteristics, or variables, he might be interested in are gender, age, political status (Democrat, Republican, Independent), favorite color, and education.  A doctor might be interested in height, weight, age, gender, smoking status, and eating habits.  A biologist studying mating habits of newts might like to know the length, weight, age, gender, species, eating habits, and sleeping habits of the newts under consideration.  All of the things I listed are variables, and we can easily assign numbers to the different characteristics within each variable.

Definition:  A random variable is discrete if it only takes on a countable number of values.  A random variable is continuous if it is defined on some interval.  (We’re not going to deal with random variables that are half discrete and half continuous.)

Examples:  

a.) Let X be a random variable describing the number of heads I get in 5 flips of a coin.  Since X can only be equal to 0, 1, 2, 3, 4 or 5, it is discrete.  

b.) Let X be a random variable describing the number of times I have to flip a coin until I get a head.  Well, I could get a head on the first try, so X could be 1.  I could get a tail and then a head, so X could be 2.  I could get tails, tails, heads, so X could be 3.  I could get tails, tails, tails, tails, tails, tails, heads, so X could be 7.  Theoretically, I could keep flipping for a really long time (though the probability that I did is very, very small), so X can take on any positive integer value all the way up to infinity.  This is what we call countable infinity, though, since I can count the values that X takes on.  (I’ll be counting for an infinitely long time, but that’s okay.)  In this case, then X is discrete.  You might want to think about it this way:  if you can find a number between two values of X where X is not defined, then X is not continuous.  In our example, X can be equal to 1 and 2, but X cannot be equal to 1.5 – that doesn’t make sense.  So X is not continuous.

c.) Let X be a random variable which takes on the height of a randomly selected person from the population of US citizens.  Then X is defined on an interval between about 5” (preemie babies) and about 8’ (basketball players).  Any value between the two extremes is a possible value of X, so we say that X is continuous.
Example:  We might, say, assign the value 1 to the outcome of head of a coin flip, and assign the value 0 to the outcome tails.  Then if X is my random variable, X takes on the values 0 and 1 with probability ½ each.  Then I might write out the pdf as follows:

	X
	P(X)

	0
	½

	1
	½


Aside:  The book likes to use Y instead of X for variable names.  If your favorite letter is Z, use that.  I would advise against using P, though, because you don’t want to get it confused with probability.
Definition:  The expected value of X, E[X], or the mean of X, μ, for discrete random variables is defined to be
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Aside:  The Greek letter sigma, Σ, is like our Roman letter “S”.  (The lower case version is σ.)  If it helps you remember, “S” is the first letter of the word “sum,” so we use Σ to denote summation.  For continuous random variables, E[X] = 
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 where f(x) is the pdf.  Incidentally, the integral symbol is just a stretched-out letter S, because it also stands for sum; it’s just an uncountably infinitely large sum.
Example:  Roll a single fair, six-sided die.  What value would you expect to get on average, after a large number of rolls?


First, decide what X is and get its probability distribution function.  If X is the value that comes up when you roll the die, we know that since every value is equally likely (the die is fair), the probability of finding any particular value is 1/6.  So the pdf is as follows:

	X
	P(X)

	1
	1/6

	2
	1/6

	3
	1/6

	4
	1/6

	5
	1/6

	6
	1/6


Then E[X] = 
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· Note that 3.5 in this example is NOT an observable value of X!  In other words, you can’t roll a 3.5!  Averages are like that – sometimes you end up with a value that wasn’t observable in the first place.  Another place you can find this crazy phenomenon is when you calculate your GPA (Grade Point Average).  If you make 2 A’s and 2 B’s your first semester, and all of them are 3 hour classes (remember you get 4’s for your As and 3’s for your Bs), then your GPA will be (4 + 4 + 3 + 3) / 4 = 3.5.  You didn’t make a 3.5 – halfway between A and B – on any of your classes, but that’s your average.
Definition:  The variance of a random variable X is σ2 = E[(X-E[X])2] = E[X2] – E[X]2, where E[X2] =  Σ X2P(X) if X is discrete.  (If X is continuous, E[X2] =∫x2f(x)dx.)

Definition:  The standard deviation of a random variable is the square root of its variance.

Conceptually, the first way of writing variance is easier to handle; the second way, E[X2] – E[X]2, is easier to compute.  If we just look at the inside of the first formula, [(X-E[X])2], we see that we’re finding a difference between the random variable X and its mean.  We square the difference rather than taking an absolute value because it makes our lives easier mathematically, but the concept of finding out how far a variable goes from its mean is the basic notion of variance.  More variance means more of a hassle for statisticians.

Example:  Let’s use the die roll we had in the previous example.  E[X2] =  1(1/6) + 4(1/6) + 9(1/6) + 16(1/6) + 25(1/6) + 36(1/6) = 15.1666666666667.  Another way of writing E[X]2 is (E[X])2; it’s just the mean squared, so the variance of X is σ2 = 15.1666666666667 – 3.52 = 2.9166666666666667.
Everything presented so far is true for every random variable in existence, but now it’s important to deal with two specific types of random variables.
A. Binomial Random Variables

Suppose I flip a coin ten times, and I want to find the probability that I flip 8 heads.  Or suppose I randomly sample 13 jurors from a pool, and I want to find the probability that 11 or more of the jurors are male.  Both of these are examples of binomial random variables.

A Bernoulli trial is an experiment that only has two outcomes.  Sometimes we label the outcomes success and failure.

Example:  I flip a coin once.  The outcome is either Heads or Tails.

Example:  I randomly select a student and find the student’s gender.  The outcome is either male or female.

Example:  I randomly select a resident of Athens and find the student’s favorite color.  In some cases, I might be interested in all possible favorite colors, but in other cases, I could be interested in whether or not the person’s favorite color is red.  In that case, there are two outcomes:  red and not red.

A binomial random variable has 4 characteristics:


i.) It consists of Bernoulli trials.

ii.) The Bernoulli trials are independent of one another. (In other words, the outcome of a trial does not affect the outcome of any of the other trials.)


iii.) The number of Bernoulli trials is fixed before the experiment begins.


iv.) The probability of a success must be the same for all of the Bernoulli trials.

Example:  A woman wants to have kids until she has a girl.  While the experiment seems to consist of Bernoulli trials (each child can be either a boy or a girl, with each child having about a 50% chance of being a girl), this is not a binomial situation because the number of kids she has (the number of Bernoulli trials) is not fixed.

Example:  My brother and I ask my mom ten times whether we can go to Disney World.  Here we have a fixed number of Bernoulli trials, since Mom will either say “yes” or “no” each time; however, she might get annoyed if we keep asking her, and even if she says “yes” the first time, she might say “no” the tenth time!  I don’t think the probability that she says “yes” is constant across the trials.
The probability that we have exactly x successes out of n trials, where n ≥ x, is defined to be:
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where p is the probability of a success on a single Bernoulli trial, and q = 1 – p.

Example:  The probability of getting 7 heads in ten flips of a coin, since p = 0.5, is 
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*+++++++++++++++*+++++++++++++++++*++++++++++++++*+++++++++++++*

Aside:  How did we come up with this formula in the first place?  Well, let’s start with high school algebra.  We studied polynomials in general, and a specific kind of polynomial was the binomial.  Let’s look at a few of them:
(x + y)0 =                                                             1

(x + y)1 =                                                          x + y

(x + y)2 =                                                   x2 + 2xy + y2
(x + y)3 =                                             x3 + 3x2y + 3xy2 + y2


(x + y)4 =                                      x4 + 4x3y + 6x2y2 + 4xy3 + y4
See a pattern yet?  If we just look at powers of x, we see that for each equation (x + y)k, each power of x from k down to 0 is somewhere in the equation.  The same is true for y, and as the power of x decreases, each term is multiplied by an increasing power of y.  That pattern isn’t as difficult as the coefficients – the numbers that sit in front of each term in the polynomial.  If we get rid of the x’s and y’s, we can look at just the coefficients:

1

1    1
1    2    1

1    3    3    1

1    4    6    4    1

1    5   10   10   5    1

This is called Pascal’s triangle (known as the Yanghui triangle in China, as Yanghui studied it about 500 years earlier than Pascal).  Each number in the triangle can be found by adding the number immediately above it to the left and immediately above it to the right, so we can find 10, for example, by adding 4 and 6.  Incidentally, the triangle also has the following pattern:
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The top number in the choose function is the row number, and the bottom number is the element number within that row, but both the row numbers and the element numbers start with 0.  So we see that the kth element of the nth row, where we start counting at 0, is simply
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.  Thus we can write out the formula for a binomial as:
Binomial Theorem:  (x + y)n = 
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Simply replace x and y from algebra with p and q, and you get the statistical formula for binomial random variables!
*++++++++++++++*+++++++++++++++*++++++++++++++++*++++++++++++++*

While we could technically find the mean and variance using the formulas that apply to all random variables, there are shortcut formulas for the mean and variance of a binomial random variable:
µ = np

σ2 = npq

Example:  The expected number of heads in ten flips of a coin (the mean) is 10(0.5) = 5.  The variance of the number of heads is 10(0.5)(0.5) = 2.5.
B. Hypergeometric Random Variables

“Hypergeometric” is a big word for a relatively simple concept:  If you have m red balls and n – m blue balls in a box (the box contains a total of n balls) and you choose k balls, the probability that x of them are red has the hypergeometric distribution.  Its mean and variance are a little complicated, so we’ll just deal with the probability formula, which will be useful later on.
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, for certain values of x and k – x.
It is left to the reader to decide for which values the formula holds (see the Challenge problems).

Example:  I have a box that contains 5 red balls and 6 blue balls.  I choose 4 balls from the box.  X is the random variable describing the number of red balls that I choose from the box, and X can be 0, 1, 2, 3 or 4, since there are more red balls and blue balls than the number of balls I take from the box.  (Otherwise, we would have to think a little about what values X could take on.)  The pdf for X is (following the above formula, with m = 5, n = 11, and k = 4):
	X
	P(X)

	0
	.04545

	1
	.30303

	2
	.45455

	3
	.18182

	4
	.01515


Example:  I have a box that contains 5 red balls, 6 green balls, and 4 blue balls.  If I choose 3 balls from the box, what is the probability that 2 are green?  
Since 6 are green, and 5 + 4 = 9 are not, the probability that I choose exactly 2 green balls can be reworded as the probability I choose 2 green balls and one ball of another color.  So I have the probability (where X is the number of green balls that I choose):
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Homework:

1) Suppose I have a set of 5 people, of heights 5’4”, 6’3”, 5’2”, 5’9” and 5’7”.  I randomly sample two people with replacement (in other words, I pick a person and then throw him back into the pool before picking another person) and measure their heights.  
a. Write out Ω, the sample space.  
b. Find P(A), where A = {(5’4”, 6’3”), (5’2”, 5’9”)}.
c. Find P(Ā).

d. Find P(A ∩ B), where B = {(5’2”, 5’9”), (5’2”, 5’7”), (5’2”, 6’3”), (5’2”, 5’4”)}.

e. Find P(A|B) using the definition.

f. Find P(A∪B) using the definition.

g. Are A and B independent?  Why or why not?
2) Match the following probabilities to the statements below:  0  0.01  0.4  0.99 1

a. This event will unquestionably occur on every trial.

b. This event is very rare.  It almost never occurs.

c. This event occurs almost as often as not.

d. This event is impossible.  It will never occur.

3) I found a survey on the YM internet site (www.ym.com) that remarked that the federal government had just released new guidelines recommending that each person get 9 servings of fruits and vegetables per day.  They asked, “Do you get that many now?”  The results of the population who had taken the poll are shown here:

	No way
	43%

	Not quite
	48%

	Yep.
	?


What percent of the population said that they actually were eating the newly-recommended 9 servings of fruits and vegetables?  (The three answers shown were the only possible answers to choose.)
4) Over the summer of 2004, we had 61 total graduate students in the statistics department.   About 65.57% of them are Asian.   Approximately 70% of the Asian students lived in Family Housing, while 19.05% of the non-Asian students lived in Family Housing over the summer.  What percentage of the statistics students living in Family Housing were Asian?
5) Prove the following equations using the definition:  
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6) Suppose a woman wants to have babies until she has a girl, or until she has 5 kids, whichever comes first.  Assuming the probability of having a girl is ½ every time she has a baby, the pdf of the random variable X, where X is the number of kids she has, is:

	X
	P(X)

	1
	½

	2
	¼

	3
	1/8

	4
	1/16

	5
	1/16


(There is a 1/32 chance that the woman has 5 boys, and a 1/32 chance that the woman has 4 girls and a boy.)  Find the mean and variance of X.
7) Suppose I want to study gender discrimination in the workplace.  To do that, I prepare a set of 10 résumés that are somewhat equal, but slightly different.  I then put common male names at the tops of 5 randomly selected résumés, and then put common female names at the tops of the other 5.  I then hand this set of résumés to a randomly selected male CEO attending a banking conference and ask him which of the applicants he would choose, if he had no other information, for a promotion.  I repeat the process for 19 other men.  (The choice of one CEO should not affect the choice of another CEO.)
a. What is the expected number of women chosen by the 20 men?

b. Find the probability that 5 of the 20 men chose female names.

c. My null hypothesis in this study was that the probability that a man chose a woman was 0.5; the alternative was that men were discriminating against women.  Test my hypothesis by finding an exact p-value, using the definition of p-value (no business about using the normal approximation), assuming that 5 of the 20 men chose females.

d. What is the probability that at least 6 women are chosen by the men?

8) I have a box containing 4 blue balls and 5 red balls.  If I choose 2 balls from the box randomly, find the pdf of the number of blue balls that I choose.

Challenge problems:

1) What is the probability that you’ll be dealt a full house in a Poker hand?  (A full house means three of the same denomination, in any three of the four suits, and two of the same denomination, in any of the other 12 denominations and any two of the four suits.  For example, 5 spades, 5 clubs, 5 diamonds, 2 hearts, 2 clubs is a full house.)

2) Prove the binomial theorem using induction.  (Hint:  
[image: image46.wmf].)
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3) Suppose I have a 4-sided die (shaped like a pyramid), but it’s not a regular polygon.  The probabilities that the die lands on sides 1, 2, 3, and 4 are p1, p2, p3, and p4, respectively, where p1 + p2 + p3 + p4 = 1.  If I roll the die 20 times, find the probability that I roll 5 ones, 4 twos, 4 threes, and 7 fours.  (The formula will be in terms of the pi’s; you can substitute actual numbers for them if you prefer; just show your work clearly.)
4) I have a box containing 3 blue balls and 5 red balls.  I choose 4 balls from the box.  Find the pdf of the number of red balls that I choose.  (Be careful.  Remember to check whether the sum of the probabilities is 1 when you’re finished.)  For what values of x and k – x does the formula P(X=x) for the hypergeometric distribution hold?

5) I have a box containing 5 blue balls, 2 red balls, and 3 green balls.  If I choose 4 balls from the box, what is the probability that 2 are blue, 1 is red, and 1 is green?
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