CSC 425 Homework #6 answer key

1) We could divide up the process a few ways.  First, we could perform parallel searches through working memory to see what rules match.  This requires copying working memory onto all 1000 processors and 1 rule per processor.  Now, we match in parallel, pick a rule, fire it and update all working memories in parallel.  Updating working memories parallel would be a difficult task to coordinate and implement effectively, and so this parallel form of search may ultimately be no better than had we used a single processor.  We could instead copy all rules to all 1000 processors.  Now, have each processor work somewhat independently but try to have each processor select a different rule (or combination of rules) when multiple rules match.  Thus, each processor represents a different belief state.  The problem here is make sure that processors are not duplicating efforts.  To enforce this, we could either have each processor communicate to every other processor in what choices it is making (this is difficult at best to implement and could again result in the process being no better than if on a single processor), or use different conflict resolution strategies at each processor.  Imagine we are successful with this and imagine at any point in time, 20 rules match.  After 1 cycle or chain, we have 20 different belief states.  After two, we would have 400 belief states.  After a third, we would have ore belief states than processors (8000) and so the effectiveness of this approach is debatable for systems where many rules may match or the chain of reasoning is lengthier than 2 or 3.   In fact, it is difficult to distribute a rule-based system to gain any advantage using parallelism.  It is better to implement a system at a task or agent level and distribute at that level instead.

2) NOTE:  These are my answers.  I do not necessarily have much faith in these answers.  Homework answers have varied for a list of 6 states to a list of more than 15 states.  Some of you claim the network oscillated on some inputs and others claimed that every input relaxed.  So, who knows?

0000000  (denotes the values for A, B, C, D, E, F, G in that order) 



0001001




0001111

0100110 (denotes A = 0, B = 1, C = 0, D = 0, E = 1, F = 1, G = 0)

0100111




0110110




1001001




1001011




1100011 (denotes A = 1, B = 1, C = 0, D = 0, E = 0, F = 1, G = 1)


a.    X < Y – Z    can be learned as this expresses a plane in 3-D.

b. X < 0 && Y > 0  can not be learned as this expresses a region (1 of 4 quadrants) and so has 2 lines that separate the ins from the outs.  It would take at least 2 perceptrons to respond correctly to this.

c. X < Y2   can not be learned as this expresses a region of a parabola, or a curved region.

d. If a binary number even or odd can be learned because the only difference between those that are in and those that are out is the last binary digit, so a plane is drawn to chop the last dimension into those where the digit = 1 and those where the digit = 0.

3) a.
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In the top perceptron, if X and Y are both 1, then the sum is 0.5 and the perceptron outputs a 1, otherwise the sum is –0.5 or –1.5 and the perceptron outputs a 0.  The same is true for the lower perceptron.  The perceptron on the right receives a 1 or 0 from these two.  If either is a 1, then this outweighs the weight on input 1, resulting in the perceptron outputting a 1 (i.e. if X AND Y or X AND Z, or both are true, the perceptron outputs a 1) and a 0 otherwise (X AND Y was not true and X AND Z was not true).

b.  


[image: image2.png]X XOR ¥ XOR Z

05

15

>

15

15

10





In this perceptron, the first three on the left are AND perceptrons for the different combinations of X, Y and Z.  They output a 1 if X AND Y is true, X AND Z is true, Z AND Y is true, respectively.  The lowest perceptron is an OR perceptron and outputs a 1 if any of X, Y, Z or more are 1.  The perceptron on the right then receives these inputs.  If the X/Y/Z perceptron outputs a 1 and none of the others output a 1, then this means that X OR Y OR Z was true but that X AND Y, X AND Z, and Z AND Y were all false, so exactly 1 of the 3 is true, and this perceptron outputs a 1.  If, however, any of the three top perceptrons output a 1, this outweighs the lowest perceptron’s weight and the perceptron outputs a 0 indicating that at least two of the variables are 1.  Finally, if all 4 perceptrons on the left output a 0, the perceptron on the right outputs a 0 as well, and this is the situation where all 3 variables were 0.

4) A large scaling factor causes the weights to be adjusted in bigger intervals.  The result is that it may take longer to reach a stable state because our network “bounces around” when searching for a local minima.  However, the bouncing around may also allow us to avoid getting stuck in a local minima.  Ultimately though, the network may never converge at all.  If the scaling factor is too small, it may take a long time to reach any minima at all but it will most likely be a local minima.  So, neither answer is satisfactory, we must find a scaling factor between these two extremes.

5) A Boltzmann machine would not solve the Knapsack problem and find an optimal solution every time.  The Boltzmann machine attempts to find the nearest stable state to the starting point although simulated annealing might allow it to find a different stable state farther away.  Thus, the Boltzmann machine will reach a local minima that is near the randomly selected starting points but this may or may not be the global minima and so is only an approximation.  How good of an approximation this is depends on how good the starting point was.  So, yes, the Boltzmann machine could be used to implement an approximation Knapsack, but there is no saying how good the approximation is.  The best idea is to run the Boltzmann machine on several random inputs and take the best minima found in those attempts.  

What would the Boltzmann machine look like? One possibility might be to compute for every item, its value pi / wi, that is, how worthy the item might be in the solution which is based on its profit over its weight (an item that has high profit and low weight will probably be worthy).  Now, create a node in the Boltzmann machine for every item and connect it to every other item available where the edge weight is pi / wi – pj / wj for the two items i and j (Note:  that since the edges are symmetrical, we would use the same value for the edge from j to i).  Frankly, I have no idea how well this would work, buts its all I could think of to implement this solution!

6) Symbolic AI:  explicit representations where the representations contain units which stand for something meaningful.  Representations are mostly created by human (i.e. by hand).  There is little or no learning mechanisms available.  However, because knowledge is explicitly represented, the system is able to justify its response through an explanation using this knowledge.   Because knowledge is directly and explicitly represented, symbolic AI is capable of solving knowledge-intensive problems.  Symbolic AI does seem to have problems with domains where problem solving is not understood (e.g., perception, motor control). 

Connectist AI:  representations are learned through training where representations are distributed so that the representation of two different pieces of information is stored within the same space.  Learning is the key component in connectist AI.  Since knowledge is only encoded implicitly, explanations are not available.  Also, this approach is knowledge-poor and so is not useful for problems requiring a lot of knowledge and reasoning.  They are more capable of solving problems in the areas of perception and motor control than symbolic AI.

7) Explain (or compare) the following concepts as they pertain to genetic algorithms:

a. population – the number of vectors retained in each new generation, that is, the number of mutated children selected to be parents of the next generation.

b. crossover vs. mutation – two techniques to “evolve” a population, in crossover two chromosomes are selected and some attributes are swapped between them (for instance, attributes 3 – 7 from a and 3 – 7 from b are swapped) but in mutation, a single chromosome is affected by randomly selected an attribute and changing it to a new value.

c. value encoding vs. binary encoding – in value encoding, attributes of a chromosome take on a value within some discrete range (such as an int value or a String representing a color) whereas in binary encoding, each attribute is represented as a bit – its either present or absent.

d. roulette wheel selection vs. rank selection – when selecting the chromosomes to survive into the next generation, we usually select the best (as determined by a fitness function) and then make other selections.  These other selections can be to find the chromosome that is most different (diversity selection), or rank all chromosomes in order of the fitness function’s value and then use a random number generator to select (rank selection) or simply pick at random (roulette wheel selection).

8) In hill climbing, a heuristic function is used to decide where to move next in the space, but the choice is always based on the best choice from the current location.  Thus, in hill climbing, it is easy to get stuck in a local minima (or maxima) because you cannot leap beyond it.  In the best-first search algorithm, all nodes that haven’t yet been reached are left in an open list and the next move is the best among them.  In this way, you cannot get stuck in a local minima (or maxima) because you can always “backtrack” to another choice.  Genetic algorithms use a fitness function which is a way to evaluate a given state and determine how good it is.  This is just a new term for a heuristic, it estimates the value or worth of a state.  The main difference then between Genetic algorithms and hill climbing or best-first search is how you decide what states to evaluate next.  In hill climbing, they are always adjacent states.  In best-first search, they are states adjacent to all open states.  But in Genetic algorithms, the states are randomly generated through “evolutionary techniques”.  Further, the selection of the next state to visit is not based strictly on the best, but includes such ideas as diversity, randomness and probability.  Since the Genetic algorithm search is based somewhat on randomness, it is unlikely that it will get stuck in a local minima as it could always generate states that are highly different, but it is also possible, because the search is not exhaustive, that the best solution is never even considered!

10) Symbolic:  
learning a new disease to add to a diagnostic system’s classification knowledge




learning a new computer programming language once you have learned others 




learning why a proof failed 


Symbolic AI can best learn new knowledge.  Learning a new disease and a new language are both matters of taking previous knowledge and adding to them through examples, advice, and induction.  Learning why a proof failed is a matter of manipulating a reasoning process to improve upon it.


Subsymbolic:  learning how a cursive ‘a’ differs from a printed ‘a’



    
learning how much pressure to place on the brake when braking a car



    
learning the proper frequency to optimally receive a radio signal


Subsymbolic AI can best learn recognition tasks whether they are visual, situational or numerical and can deal with fuzzy values and situations where data is noisy and knowledge is incomplete.


Evolutionary:  learning the best mixture of elements for cement



    
learning a fuzzy membership function



    
learning (discovering) the optimal path in the traveling salesman problem


Evolutionary AI can best learn when the solution is not precisely known, but a guide is available to determine if a given solution is better or worse than others, and where the domain contains too many solutions where a straightforward search is impractical.
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