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1
Motivation

Hidden Markov Models (HMMs) are a powerful tool for probabilistic analysis of existing data.  While some of our previous algorithms for sequence alignment give optimal solutions (where optimality of course depends on the criteria we define), the running time can be a hindrance.  HMMs will allow us to develop methods for sequence alignment that, although probabilistic in nature rather than optimal, will run much faster and prove very useful.  Also, later in the course, we will apply HMMs to advanced topics such as biological sequence modeling and discovery of features such as genes.
2
Didactic Example: “The Dishonest Casino”

We will upfront look at an example of a problem we may wish to model with a HMM.  This example will serve as a basis for helping our understanding of terms and concepts associated with HMMs.

[image: image1.emf]You play a game against the casino, where you each bet $1, and each roll a die.  The person with the higher roll collects all $2.

But the casino is dishonest (!!) and actually has two dice:

A fair die where Pr(i) = 1/6 for i = 1, 2, …, 6

A loaded die where Pr(i) = 1/10 for i = 1, 2, …, 5 and Pr(6) = ½
The casino player switches dice every 20 turns or so (so that it’s not too obvious that there is a loaded die).

But of course we are not fortunate enough to be part of the casino.  Instead we function just as an outside observer, and all we see are what rolls the casino player is actually producing.  From our point of view, we decide that we believe the above model describes what the casino is doing, then we can see how well the behavior of the dice match our model, and possibly use it to predict future behavior.
3
Definition of a Hidden Markov Model

So you may well be asking at this point what exactly a Hidden Markov Model is.  The formal definition of a HMM is a system consisting of:

· An alphabet
Σ = {b1, b2, …, bM}
These are the “letters” emitted by the system.  A HMM is also called a Generatic Model since it generates a sequence of letters.
· A finite set of states
Q = {1, 2, …, K}
The system is in a particular state at any time, affecting what letters it is likely to emit.
· Transition probabilities
aij is the probability that if the system is in state i, the next state it jumps to is state j
Note that the system can jump back into the same state, i.e. aii can be non-zero.
Also the graph of states and transitions need not be complete, i.e. some aij can be zero
Also note that the system must jump from its current state into some state, so:

ai1 + ai2 + … + aiK = 1
for any state i
· Start probabilities
a0i is the probability that the system starts in state i
Again we must have a01 + a02 + … a0K = 1 since the system has to start in some state

· Emission probabilities (for each state)
Before jumping to the next state, the system emits a letter
The emission probability ei(b) is the probability of emitting letter b given that the system is in state I, i.e. ei(b) = Pr(xi = b | π = i)
Since the system always emits a letter before jumping, ei(b1) + ei(b2) + … + ei(bM) = 1

For example, let us apply this terminology to the Dishonest Casino example.

The alphabet is Σ = {1, 2, 3, 4, 5, 6} since these are the “outputs” from the dice.

There are just two states: F (when the fair die is in use) and L (the loaded die is in use).

The transition probabilities, assuming that the casino player changes to the other die with 
probability 1/20, are: aFF = 0.95, aFL = 0.05, aLF = 0.05, aLL = 0.95

The start probabilities are unspecified in our initial description, but if we assume the 
casino player is equally likely to start with either die then a0F = ½ and a0L = ½

The emission probabilities are:

eF(1) = eF(2) = eF(3) = eF(4) = eF(5) = eF(6) = 1/6


eL(1) = eL(2) = eL(3) = eL(4) = eL(5) = 1/10 and eL(6) = ½

[image: image2.emf]
4
The “memory-less” property of a HMM
A Hidden Markov Model is referred to as memory-less.  This is because the future of the system (i.e. what letters will be output in the future) depends only on the current state of the system and not any previous states.  This follows fairly straightforwardly from the definition since the transition and emission probabilities depend only on the current state.  Thus it is as if the HMM has no “memory” of what has happened in the past.  The formal way of stating this precisely and mathematically is:
“At each time step t, the only thing that affects future states is the current state πt”


P(πt+1 = k | “whatever happened so far”)

=
P(πt+1 = k | π1, π2, …, πk, x1, x2, …, xk)
whatever states and letters we had in the past

=
P(πt+1 = k | πk)



since only the current state matters

In general, this is seen as an advantageous property since it simplifies calculation and increases speed when generating these sequences.  The disadvantage is that this limitation means that certain problems cannot be modeled by a HMM.  For example, if the casino player decides to switch to a third die if the proportion of six’s so far is higher than some critical threshold, this problem cannot be modeled by a HMM (since it requires arbitrarily large memory of the past).

As a side-note, however, it is possible to phrase problems which require finite memory of the past as HMMs, by defining our “current” state to actually include multiple steps.  For example we could define a HMM where the current state of the system is the combination of dice used for the last two rolls (giving a set of states Q = {FF, FL, LF, LL}).  When there appears to be a choice in how the HMM is designed, there is usually a trade-off between the size of the alphabet (e.g. making the alphabet consist of pairs of letters) and the size of the set of states.  As we will see later, depending on what particular question one wants to use the HMM to answer, one choice may be preferable over the other.

5
The three “big questions” of HMM

There are three fundamental questions about HMMs that we will concern ourselves with:

1. Evaluation
How likely is a given sequence of letters given our choice of model?
e.g.
In the Dishonest Casino example, given a sequence of rolls:

1245526462146146136136661664661636616366163616515615115146123

We want to know how likely this sequence is given our model of how the 
casino works.
Formally, given a HMM M and a sequence of letters x, find Pr[x | M].
2. Decoding (aka Inference)
Given a sequence of letters, trying to determine what state the system was in at each point, i.e. trying to assign a state to each letter
e.g.
In the Dishonest Casino example, given a sequence of rolls:

1245526462146146136136661664661636616366163616515615115146123

We want to assign a state (F or L) to each letter, i.e. decide when the fair die 
was being used and when the loaded die was being used.  At a glance, we 
may decide that the middle portion of 6’s seems particularly frequent 
making it seem likely that the loaded die was used in the middle, so we may 
by eye assign a guess like this (called a parse of the sequence):

FFFFFFFFFFFFFFFFFFFFFLLLLLLLLLLLLLLLLLLLLLLLLLFFFFFFFFFFFFFFF

1245526462146146136136661664661636616366163616515615115146123

However, by eye, there are some issues.  Was that 6 just before we claim 
there was a switch to the loaded die more likely to be generated by the fair 
die or loaded die?

What we want is a rigorous way to determine the likeliest set of states that 
led to the given sequence.
Formally, given a HMM M, and a sequence of letters x, find the sequence π of states that maximizes Pr(x, π | M)
3. Learning
Given a sequence of states the system was in, trying to determine the parameters (transition and emission probabilities) of the system.
e.g.
In the Dishonest Casino example, given a sequence of rolls, we would try to 
determine how “loaded” the loaded die is, how “fair” the fair die is, how 
often the casino player switches between dice, etc.
Formally, given a HMM with unspecified transition and emission probabilities, and a sequence of letters x, find parameters θ that maximize Pr(x | θ)
6
Question #1: Evaluation

Recall that the question of evaluation is to, given a sequence of letters, determine the probability that this sequence of letters was produced given our particular choice of HMM.  Put alternately, what is the probability that this sequence of letters was generated by any sequence of states?

Suppose the sequence of letters is x1x2…xn.  To produce such a sequence, the system must have followed some sequence of states π1, π2, …, πn, emitting xi at each state πi.  The system must:

1. Start off in state π1
(with starting probability a0
[image: image3.wmf]1
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2. Emit letter x1
(with emission probability e
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3. Jump to state π2
(with transition probability a
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 EMBED Equation.3  [image: image6.wmf]2
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4. Emit letter x2, etc., all the way up to emitting letter xn

[image: image7.emf]
So the probability for this particular set of states is:

Pr(x | π1, π2, …, πn) = a0
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But we must include every possible way the letter sequence could have been generated.  So Pr(x | M), the probability of x being generated under our model M, is the sum over all possible state sequences, i.e. Pr(x | M) = 
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However, there is an exponential number of paths π.  We need to devise a more efficient way of calculating the probability.  Fortunately, such a method exists, known as the Forward Algorithm.

7
The Forward Algorithm

We can formulate the evaluation problem as a Dynamic Program if we define the forward probability fk(i) to be the probability of emitting the first i letters and ending in state k, i.e.
fk(i)
= Pr(x1x2…xi, πi = k)


= 
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summing up over all paths π

= 
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summing over states πi-1

= ek(xi)
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by our definition

Since we can calculate fk(i) if we know fl(i – 1) for all states l, we can set up a Dynamic Program:

Initialization:
f0(0) = 1


(0 is the imaginary state before beginning)



fk(0) = 0 for all k > 0

(since no letters have been emitted yet)

Iteration:
fk(i) = ek(xi)
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Termination:
Pr(x) = 
[image: image25.wmf]å

k

k0

k

(n)a

f



(since the system has to finish in some state)




where ak0 is the probability that the terminating state is k (usually = a0k)
This algorithm effectively fills in a table of Kn values (where K is the number of states, and n is the length of the given letter sequence).  Each entry in the table requires calculating a sum over K values in the previous column, as shown below:

[image: image26.emf]
So the total time complexity is O(K2n) and the space complexity is O(Kn).

8
Question #2: Decoding

Recall that the decoding (or inference) problem is to, given a sequence of letters (x1x2…xn), determine the parse (sequence of states π1, π2, …, πn) most likely to have produced this sequence of letters.  Formally, we are trying to choose π that maximizes Pr(x, π).  We will denote this optimal parse as π*.
Side-note: If you’re one of those people wondering why we’re not maximizing Pr(π | x), the probability of a particular sequence of states having occurred given the known sequence of letters,  fear not!  Maximizing Pr(x, π) turns out to actually be equivalent to maximizing Pr(π | x) since Pr(π, x) = Pr(x) Pr(π | x), and since x is given, P(x) is constant over all the state sequences π we are considering.

To efficiently calculate the best parse (the parse π maximizing Pr(x, π)) we set up a similar system to the one we did for the Forward Algorithm.
We define Vk(i) to the probability of the best parse ending at state πi = k.

Formally, Vk(i) = 
[image: image27.wmf](
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To phrase as a Dynamic Program, we would like to be able to calculate Vk(i) recursively.  The intuition behind this is that if we already know the probability of the best parse ending at state πi-1 = l for each state l, we can determine what state for πi is most likely since the transition probabilities and emission probabilities are known.  As for the math:
Vk(i)
= 
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since memory-less
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summing over all possible states for πi-1

= 
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by our definition
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9
The Viterbi Algorithm

The Dynamic Program to solve this recurrence is known as the Viterbi Algorithm:

Initialization:
V0(0) = 1




Vk(0) = 0 for all k > 0

(just like the Forward Algorithm)
Iteration:
Vj(i) = 
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Let Ptrj(i) store the value of k that was used to maximize the above value
Termination:
Pr(x | π*) = 
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Just as in the Forward Algorithm, we are creating a table of Kn entries, where each entry is constructed by maximizing (rather than summing) over K values, resulting in a time complexity of O(K2n) and a space complexity of O(Kn).

Underflows are a significant problem.  The transition and emission probabilities are already small and we are actually multiplying 2n of these probabilities together:

Pr(x | π1, π2, …, πn) = a0
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These numbers can become so small that they cause underflow (in which the value becomes smaller than the smallest value that can be represented by a float or double variable, and simply becomes 0).  A clever solution is to instead store the logs of the relevant probabilities, and then sum the logs (instead of multiplying the probabilities).  The recursive step of the Viterbi Algorithm then becomes:

Vj(i) = 
[image: image52.wmf](
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Note how similar the Viterbi Algorithm is to the Forward Algorithm.  The initialization procedure is precisely the same.  The recursive formula only differs in that the Forward Algorithm computes an expression involving the sum of previous values over all states 
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