CS262 Lecture 5 (1/18/2005)
Scribed by Ankit Garg

Notes for Scribes:

Scribes should present the class material in complete sentences and paragraphs.  Ideally, scribes should go to the references to clarify notes on material that seemed confusing in class.  If ever in doubt as to what you’re supposed to do as a scribe, ask for help.

Outline for the Next Class Topic:

For the next few lectures, the course will cover Hidden Markov Models (HMMs).  First, we will cover the theory of HMMs, then the probabilistic interpretations of alignments that arise out of HMMs, and finally applications of HMMs to biological sequence modeling and discovery of features such as genes.

Canonical Example of HMMs: the Occasionally Dishonest Casino

You are playing a game at the casino where you roll a fair die, and the dealer rolls another die (sometimes fair, and sometimes loaded), and the person whose die comes up with the higher number wins.  You know the following facts about the dealer:
1) The chance of the dealer switching between the fair and loaded dice between rolls is 0.05

2) For the fair die, P(1) = P(2) = P(3) = P(4) = P(5) = P(6) = 1/6

3) For the loaded die, P(1) = P(2) = P(3) = P(4) = P(5) = 1/10, P(6) = ½

Given a sequence of the dealer’s rolls, you can use HMMs to analyze three aspects of the sequence:

1) The EVALUATION Problem: How likely is the sequence?

2) The DECODING Problem: Which segments of the sequence were rolled with which die?

3) The LEARNING Problem: How fair is the fair die?  How loaded is the loaded die?  How often is the player switching dice?

There are really two parts to the LEARNING problem:

1) EASY: Given labeled states (fair or loaded), learning amounts to simply counting the frequencies of each occurrence (i.e. frequency of a 6 coming up with the loaded die, frequency of switching between dice)
2) HARD: Without labeled states, one has to guess what state corresponds with each occurrence.  An assignment of the sequence of rolls to a sequence of die states would constitute a “parse”.  When trying to solve the learning problem, parses that are more likely should be given higher weight than other parses. 
Finite State Machine Model of the Dishonest Casino:


[image: image1]
The above model indicates that the probability of remaining in the same state between rolls of the die is 0.95, and the probability of switching states between rolls is 0.05.

Definition of a HMM:

An HMM consists of the following components:
· Alphabet: ( = { b1, b2, …, bM } 
· In the casino example, the alphabet is the set of outcomes possible from rolling a die: { 1, 2, 3, 4, 5, 6 }.

· Set of States: Q = { 1, ..., K }
· In the casino example, the states were { Fair, Loaded }

· Transition Probabilities: aij for all states i and j
· In the casino example, the transition probabilities were afair,loaded, afair,fair, aloaded,loaded  and aloaded,fair.

· In general, ai1 + … + aiK = 1,   for all states j = 1…K
· Start Probabilities: a0j for all states j
· These are the probability of starting with a particular state j.  

· In general, a01 + … + a0K = 1,   for all states j = 1…K
· Emission Probabilities: For each state (, ei(b) = P( xi = b | (i = k)
· These are the probability of emitting a certain letter while in a certain state.
· ei(b1) + … + ei(bM) = 1,   for all states i = 1…K

HMM’s are memory-less.  This means, that at each time step t, the only thing that affects future states is the current state (t
P((t+1 = k | “whatever happened so far”) 

= P((t+1 = k | (1, (2, …, (t, x1, x2, …, xt)
= P((t+1 =k | (t)
This property is both a strength and weakness of HMM’s.  It is a strength because it makes decoding and learning much faster than they would be otherwise.  It is a weakness because it renders HMM’s incapable of modeling certain situations.  An example of such a situation would be where the cheating casino player does not switch dice based on a simple transition probability, but rather based on his assessment of how likely he is to be caught if he uses the loaded die.  A factor that might play into his decision is the frequency of 6’s in the last N rolls of the die.  If that is the case, then the HMM cannot model the scenario because the HMM does not store information about the last N rolls of the die.  
Parses:


As mentioned earlier, given a sequence of letters x, a parse of x is a sequence of states ( = (1…(n that generated the letters.
P(x, () =  P(x1, …, xN, (1, ……, (N)
        
     
=  P(xN, (N | x1…xN-1, (1, ……, (N-1) P(x1…xN-1, (1, ……, (N-1)
      =  P(xN, (N | (N-1) P(x1…xN-1, (1, ……, (N-1) 
=  P(xN, (N | (N-1) P(xN-1, (N-1 | (N-2)……P(x2, (2 | (1) P(x1, (1) 
=  P(xN | (N) P((N | (N-1) ……P(x2 | (2) P((2 | (1) P(x1 | (1) P((1)
 
=  a0(1 a(1(2……a(N-1(N e(1(x1)……e(N(xN)

The above shows that the probability of a sequence of letters x and an associated parse ( can be written simply as a product of transition, emission, and start probabilities.  More precisely, the probability is a product of 

1) all the transition probabilities between consecutive states in the sequence, including the start probability of the first state.
2) all of the emission probabilities of consecutive letters in the sequence given their associated states.

Parses in the Dishonest Casino Scenario:

Example 1:

Let the sequence of rolls be: x = 1, 2, 1, 5, 6, 2, 1, 6, 2, 4.  What is the likelihood that the die used is always fair?  Assume a0Fair = ½, aoLoaded = ½.

P(x, (always fair) 

= ½ ( P(1 | Fair) P(Fair | Fair) P(2 | Fair) P(Fair | Fair) … P(4 | Fair)

= ½ ( (1/6)10 ( (0.95)9 

= .00000000521158647211 = 0.5 ( 10-9
Given the same sequence x, what is the likelihood that the die used is always loaded?

P(x, (always loaded)
= ½ ( P(1 | Loaded) P(Loaded, Loaded) … P(4 | Loaded) 

= ½ ( (1/10)8 ( (1/2)2 (0.95)9 

= .00000000078781176215 = 0.79 ( 10-9

So, for this particular sequence there is a slightly greater chance that the die used was loaded rather than fair.  This is because the frequency of the letter 6 in this sequence is slightly greater than 1/6 – it is actually 1/5.
Example 2:

Now, assume that the sequence is 1, 6, 6, 5, 6, 2, 6, 6, 3, 6.  The probability that the die is always fair is the same as before, because the fair die does not discriminate between any particular sequence of rolls.  However, the probability that the die is always loaded is:

P(x, (always loaded)
= ½ ( (1/10)4 ( (1/2)6 (0.95)9 
= .00000049238235134735 
= 0.5 ( 10-7
So, in this case it is 100 times more likely that the die used for this particular sequence was loaded and not fair.
Formalizing the 3 Main Questions of HMMs
1. Evaluation

GIVEN a HMM M, and a sequence x,

FIND P(x | M)
2. Decoding

GIVEN a HMM M, and a sequence x,

FIND the sequence ( of states that maximizes P(x, ( | M)
3. Learning

GIVEN a HMM M, with unspecified transition/emission probs, and a sequence x,

FIND parameters ( = (ei(.), aij) that maximize P(x | ()
Note that for the Decoding and Evaluation problems, M and therefore ( are given, so writing P(x) is the equivalent of writing P(x | M) or P(x | M, (), for instance.  For the learning problem, ( is not given, so we will generally stick to the notation P(x | () in that case.
Decoding
In the Decoding problem, we are looking to find the sequence of states ( such that P[ x, ( | M ] is maximized.  Remember M is simply the HMM, which means it is the information regarding what states exist, and what their start, transition, and emission probabilities are.  We denote the sequence of states that achieves this (*, where  (* = argmax( P[ x, ( ].  To solve this problem, we can use dynamic programming.

Consider the equation: Vk(i) = max{(1,…,i-1} P[x1…xi-1, (1, …, (i-1, xi, (i = k].  Here, Vk(i) represents the probability of the most likely sequence of states ending at (i = k. Since we know that the probability of a state in a HMM depends solely on the state that immediately preceded it, and we know that Vk(i) describes the probability of the most likely sequence of states ending with an arbitrary k as the ith state, it should be apparent that Vl(i+1) = maxk [Vk(i) * P(xi+1, (i+1 = l | (i = k)].  This was derived in class as follows: 
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Note that in class we simplified the term P(xi+1, (i+1 = l | (i = k) to the product of emitting xi+1 while in state l [el(xi+1)] and the probability of transitioning from k to l (akl).
With this recursive way of describing Vl(i+1), we are in place to derive the Viterbi Algorithm, used to obtain (*.
Viterbi Algorithm

[image: image3.emf]Input: x = x

1

……x

N

Initialization:

V

0

(0) = 1 (0 is the imaginary first position)

V

k

(0) = 0, for all k > 0

Iteration:

V

j

(i)  = e

j

(x

i

) 



max

k

a

kj

V

k

(i-1)

Ptr

j

(i)  = argmax

k

a

kj

V

k

(i-1)

Termination:

P(x, 



*) = max

k

V

k

(N)

Traceback:



N

* = argmax

k

V

k

(N)



i-1

*  = Ptr



i

(i)


The Viterbi Algorithm is similar to other dynamic algorithms we have seen in this course in that it constructs a traceback path to determine the optimal sequence of states (i where i ranges from 1 to N.  The diagram below illustrates the potential traceback pointers that could be kept when in the ith iteration of the algorithm.  Of these, the pointer to Vk(i-1) is kept where k maximizes Vk(i-1), as well as the probability of transitioning from k to j and consequently emitting i at state j.
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Since every square in the above diagram represents one traceback pointer that needs to be kept, the total space required by the Viterbi Algorithm is O(KN).  As pointed out in the diagram, each square in the diagram is calculated by performing an O(K) computation, so the total time taken by the algorithm is O(K2N).
Because values for Vk(i) consist of the product of many relatively small probabilities, Vk(i) is generally a very small number.  This can be a problem when calculating Vk(i) on a computer, because of precision of floating-point numbers.  To remedy this, the Viterbi Algorithm is generally run in log-space:

Vl(i) = log ek(xi) + maxk [ Vk(i-1) + log akl ]
Evaluation

In the Evaluation problem we are given a sequence x and a model M (possible states, along with their emission, transition, and start probabilities), and we are trying to determine the probability that x would be emitted under the model.
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Note that when performing Evaluation, we do not care about the particular sequence of states that emitted x, but rather the probability that x would be emitted by any possible sequence of states.  The naïve approach towards solving this problem would take an exponential number of calculations, but using an algorithm very similar to Viterbi, we can get the results in polynomial time.

Before moving on, note that there are really three questions that we would like to answer concerning Evaluation:

1) P(x): Probability of x given an HMM
2) P(xi…xj): Probability of a substring of x given an HMM
3) P((i = k | x)
Probability that the ith state is k, given x

We will be developing algorithms to answer all three of these questions.  The first algorithm we will consider, the Forward Algorithm, is used to calculate P(x).  

The most intuitive way of describing the Forward Algorithm is that it is simply the Viterbi Algorithm summed over all potential sequence of states (.  Recall the derivation of Vl(i+1) = el(xi+1) maxk akl Vk(i).  The below derivation is essentially the same as the one presented earlier, but with the maximums replaced by summations.
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Not surprisingly, the description of the Forward Algorithm looks suspiciously similar to that of the Viterbi Algorithm.
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The differences between the two are highlighted here:
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P(1|L) = 1/10


P(2|L) = 1/10


P(3|L) = 1/10


P(4|L) = 1/10


P(5|L) = 1/10


P(6|L) = 1/2
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P(2|F) = 1/6


P(3|F) = 1/6


P(4|F) = 1/6


P(5|F) = 1/6


P(6|F) = 1/6
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� For a fuller treatment of the Dishonest Casino scenario, consult pages 54-61 in Durbin.


� Consult pages 55-57 in Durbin for another presentation of the Viterbi Algorithm.





