Chapter [11]

Laws and Idealization


In canvassing topics in recent philosophy of science in the last chapter, there was one topic I put aside for more focused and extended discussion.  This is the topic of the nature of scientific laws and models.  Because compositive naturalism is concerned primarily with the relations between scientific domains, it would be possible to pass on from here without a discussion of the nature of laws or models within a domain.  However, a proper understanding of laws is important to our project in at least three ways.  First, we have thus far left unexamined the Positivist conception of laws as universally quantified statements; and while this view might survive a rejection of the Positivist account of inter-theoretic reductions, this still seems like a significant loose end.  Second, this conception of laws is itself the basis of an independent criticism of the scientific status of psychology, on the grounds that psychology does not have laws of this sort.  And third, and perhaps most importantly, a proper re-conception of laws and models will greatly illuminate the nature and limits of the scientific enterprise, and wil help to fill out some of the cognitive pluralist themes mentioned in the last chapter.  


The discussion of laws will begin and end with a supposed problem for the status of psychology as a science, which has been noted by philosophers like Donald Davidson [1970].  The problem consists in an (alleged) difference between the “laws” found in psychology (and other human sciences) and the bona fide laws found in sciences like physics and chemistry.  According to this story, the latter are “strict” or “exceptionless”, while the former are riddled with countless qualifications and exceptions.  Whereas the laws of gravitation are true always and everywhere, generalizations cast at the level of beliefs and desires—and even psychophysical generalizations like the Weber laws—are true only under narrowly-circumscribed conditions.  If “real” laws are those of the exceptionless kind, and having real laws is an important point of entry into the status of science, it looks as though psychology fares poorly here.  And if (as some philosophers believe) natural kinds are those to which laws apply, the ontological status of psychological kinds would seem to hang in the balance as well.


This problem calls for an examination of a particular set of issues in contemporary philosophy of science: namely, the nature and status of laws in the sciences.  Davidson’s problem for psychology carries within it certain background assumptions about the nature of laws (that they are exceptionless universal claims about objects and events) and about the nature of generalizations in physics and chemistry (that they do not have exceptions).  This turns out, however, to be a naïve conception of laws, and of physical laws in particular.  This chapter will examine some reasons to reject the background assumptions about laws and physics, and then will try to give a more adequate account.  I shall explore both of these issues in dialogue with Nancy Cartwright’s account of “how the laws of physics lie”.  [1983]  I am never quite sure how different my account is from Cartwright’s, except perhaps in terminology and emphasis.  My own account will emphasize the role of idealization in scientific laws, and more generally in the formation of a model of phenomena in nature.  

The chapter will then return to a discussion of how this dissolves Davidson’s problem about the status of psychology, as there is no principled difference of the sort Davidson envisioned between the laws of physics and those of psychology.  This, however, does not mean that there is no difference at all.  The difference, I shall argue, lies in the nature of the idealizations made, and particularly in the difference between cases where different laws (like laws of gravitation and electromagnetism) express independent forces, and those (like laws expressing the behavior of closely-related parts of the brain) where the two systems are mutually-dependent, as in a feedback structure.  

Are Physical Laws Exceptionless?

We would do well to examine Davidson’s assumptions about physical laws, which is of course familiar as a conception of laws drawn from the Positivists.  What do we mean when we say that physical laws are “exceptionless”?  And is it true that they are exceptionless?  There is clearly an interpretation of what might be meant by “exceptionless laws” on which it turns out that the laws of physics do not qualify for this honorific.  Take the laws of Galileo’s dynamics.  These make claims about the acceleration of objects dropped in freefall or rolled down inclined planes.  However, Galileo’s own experimental data do not in fact tally with his laws.  This may be in part due to the errors that creep into any experimental method, but it is also due to another very obvious reason: Galileo was never able to isolate gravitation in his experiments.  When you drop cannonballs off a tower, there is wind resistance impeding them on their downward fall.  When you roll balls down an inclined plane, there is friction from the surface, and irregularities in the surfaces of the balls and the plane as well.  

All of this is fairly familiar and prosaic stuff.  It becomes philosophically important only when one is making the claim that what scientific laws (like those of Galilean dynamics) state are universally-quantified claims about the actual behaviors of objects.  Suppose Galileo’s dymamic laws are best glossed as saying something like G1:

G1: “For every object X, if X is dropped in freefall, it will accellerate according to formula F.”  (where F is Galileo’s law of gravitational acceleration).

G1 is false.  It is not the case that every object dropped in freefall (on Earth) accelerates according to his formula.  Those dropped in air are also affected by wind resistance, and so their descent does not conform to Galileo’s rule.  And since that basically includes all the real cases, G1 is not just a false universal claim, it is a claim with no true substitution instances.  (Of course, if this is your example of an “exceptionless law”, it is hard to see the problem for psychology—psychology’s laws can’t fare much worse than being wrong in every single case!)


Nancy Cartwright [1983] has noted this problem, and indeed sloganized it in the title of her 1983 How the Laws of Physics Lie.  At that time, at least, Cartwright liked to characterize the problem by saying that the laws of physics state false claims.  This does not mean that they are empirically useless claims, but only that, in a strict philosophical sense, they are false.  And this, of course, suggests that what the scientist is after in those laws is something other than truth.  I prefer to look at the problem slightly differently.  I agree that Galileo’s laws would be false claims if they meant something like G1.  But I disagree with the notion that what they mean is something like G1.  That is, I locate the problem in the philosophical interpretation of laws as universally-quantified claims about objects and events—an interpretation, you may recall, which was part of the Positivist orthodoxy.

What exactly they do express instead is perhaps more vexed.  Cartwright herself seems to offer two different answers in subsequent work: (1) that laws indeed express regularities, but that these are local rather than global regularities, and are ceteris paribus laws rather than universals claims, and (2) that laws indicate capacities or potentialities of things rather than their actual behavior.  I shall offer an alternative account in this chapter, but wish to address these two alternative interpretations first.

Are the Ceteri ever Paribus?

One possible way of seeing the issue is in terms of the distinction between strict and ceteris paribus laws that was used to contrast physics and psychology.  Only it turns out that the laws of physics are, by and large, of the ceteris paribus variety as well.  The ceteris paribus conditions might even be seen as corresponding to the Positivist notion of “boundary conditions”.  On this interpretation, we would understand laws to be universal claims set within a conditional statement that brackets off the ceteri.  The general form would be something like this:

If not (ceteris paribus conditions), then (for all X, Law(X)).

Or, in the case of our schematization of Galileo’s gravitational dynamics:

G2: “If it is not the case that [wind resistance, magnetism, etc. are present], then For every object X, if X is dropped in freefall, it will accellerate in accordance with formula F.”

This interpretation, however, has two fatal problems.  On the one hand, it renders the law vacuous, as there are no cases that meet these conditions.  In terms of modern (non-Galilean) physics, more than one fundamental force is always at work.  The ceteri are never paribus.  On the other hand, G2 is plainly not what the physicist has in mind.  The physicist is not interested in a “law of gravitation” that applies only in cases in which there are no other forces at work.  Even if there are such cases, the physicist is interested in the law because it has a scope that extends over all the cases in which there are other forces at work as well.  But you cannot get that kind of law by narrowing down the law’s scope by a ceteris paribus clause.  In short, the whole notion of a ceteris paribus law is flawed.

An Ontology of Forces?

Cartwright also suggests a second way of understanding laws: that they be viewed as expressing something other than motions or other events, such as capacities that underlie and cause change.  I confess that I find it hard to understand just what sorts of things these capacities are supposed to be.  One possibility is that they are simply dispositions.  Another would be that they are something like forces that make causal contributions.  By this I do not mean that Cartwright uses the words ‘force’ and ‘capacity’ interchangeably, but that the word ‘capacity’ might, in her writing, express not merely a modal property but an active causal power—the sort of power whose nature was one of the points of dispute in the Newton/Leibniz controversy.   (Cf. Cartwright [1989], p. 158 ff., entitled “beyond modality.”)  If so, she is leaning in the direction of Leibniz rather than of Newton.  I am honestly unsure just how far she is leaning towards Leibniz, and just what the position amounts to if you do not fall utterly into his lap, by being in a very deep way a realist about forces.  Of course, being a realist about forces need not involve Leibniz’s further move of understanding force on the psychological model of appetitions, nor involve a thoroughgoing panpsychism.  It might involve commitment to a pandynamism, however, and then one is faced with the problem of how to relate one’s ontology of forces to one’s ontology of objects.  Leibniz thought the only way to do this was to reduce material objects to loci of force, but I do not believe Cartwright is inclined in this direction.  Indeed, her tendency to speak interchangeably of tendencies and forces would seem to point in exactly the opposite direction: to treating forces as dispositional properties of objects which need not be given a realist interpretation.  

At the level of metaphysics, pandynamism strikes me as too much, and dispositions as too little.  Perhaps there is a Baby Bear’s intepretation that will satisfy the Goldilocks within me, but I am not sure what it might be.  This is not any kind of refutation of Cartwright’s formulation, so much as an admission that I am unsure what it might amount to.  It is quite possible that in the end there is no significant difference between her commitments and my own.

Idealization

My own preference is to interpret laws from the view of pragmatics.  I mean the word ‘pragmatics’ in the way linguists use it: that we can look not only at the syntax of language and its semantics (reference and meaning), but also at what people do with it.  This latter aspect of language linguists call “pragmatics”.  I therefore propose to ask, what is it that is being done in asserting a scientific law?  Posing this question as a question about pragmatics will (I claim) expose things that are hidden if you look at laws purely at the semantic or syntactic level.

Most importantly, laws are not framed in a pragmatic vacuum, and consequently their meaning has to be interpreted within the right context.  Even the Positivists saw this to a limited extent, in their recognition that laws have boundary conditions which are generally not themselves explicitly stated in formulations of the law.  What they seem not to have noticed, however, is that examining a phenomenon scientifically involves more than just setting aside conditions that fall outside the purview of the theory.  It involves setting aside features of the world that may occur within the events you are studying, but which are “screened off” or “bracketed out” by the theory.  I shall speak of two types of “screening off” or “bracketing out”, which I shall call abstraction and idealization.  

In examining one kind of property—e.g., gravitation—one commonly abstracts away from other features of the objects of the domain.  So whereas Aristotle’s physics, for example, stressed the nature of each object (i.e., that it was a man, an acorn, or a rock) in its explanation of “natural motion”,  modern theories of gravitation abstract away from the specific nature of objects and treats them as point-masses.  Specific nature is bracketed off, because it is irrelevant to questions of gravitational dynamics.
  

But science also regularly deals in idealizations.  Idealization may be viewed as a special form of abstraction, in which one abstracts away from properties that are relevant to accurate description, prediction, or explanation in vivo, and treats them as though they were not factors. Thus when Galileo rolled balls down an inclined plane to determine the rates at which bodies fall, they did not in fact roll down the ramp with times that conform exactly to his formulas, due to the fact that they were impeded by air resistance, by friction generated by their contact with the ramp and by imperfections in the surfaces.  Galileo’s description of falling bodies thus abstracts away from factors (air resistance, friction) that really do affect how bodies fall in vivo, and describes, not how bodies in fact fall, but how they would fall in the ideal case in which these impediments were removed.
  

This, unlike the abstraction away from the fact that the falling bodies are, say, cabbages or kings, is not innocuous: interpreted as claims about how bodies in fact fall on Earth, Galileo’s laws are false, because wind resistance and friction are in fact at work.  The moral of this is not, however, that Galileo’s laws are incorrect.  The moral is that they are not claims about how bodies in fact fall on Earth, but claims about the idealized behavior of falling bodies.  This is a deep fact about many scientific descriptions and claims, and particularly scientific laws: they are not properly interpreted as universally quantified claims about actual objects and events, but as idealizations.

Dissolving the Problem for Psychology


Once one has made the paradigm-shift away from viewing laws as universally-quantified statements over objects and events, much that seemed problematic for psychology just dissolves.  

· First, if there is no principled distinction between "strict" laws and "ceteris paribus" laws, then we have lost the very framework in which the supposed problem for the status of psychology was cast.  We simply can no longer pose this exact problem, any more than we could pose problems about planetary epicycles after we abandoned Ptolemaic cosmology.
· Second, if even physical laws can fail to yield true and exceptionless generalizations about how events will unfold, it is unclear just what the nature of the difference between physical and psychological laws is supposed to be.  Of course, in many areas of psychology we seem to be without laws altogether.  But in areas where we were tempted to see "rough" or "ceteris paribus" laws, in just what ways do they fall short of the standards of physics?  There is a real question here; but the answer cannot be as simplistic as that the physical laws yield true predictions more often, since some of them, interpreted as universal claims, never yield true predictions, and hence psychology could not possibly do worse at that particular game!
· Third, if you abandon the idea that laws are universally quantified claims over objects and events, you also have to give up on that too-easy road to a naturalistic ontology that uses the truth of these universally quantified claims to yield a privileged partitioning of the quantum soup into natural kinds.  It is not clear how those drawn to this ontology might try to salvage it; but at least for the moment, it would seem that there is no threat to the ontological legitimacy of psychological kinds from this quarter.
In short, an entire philosophical problematic that psychologists may have spent undue time trying to ward off would seem to be an artifact of a particular—and erroneous—philosophical analysis of scientific laws.


This does not mean, of course, that there are not real and perhaps even principled differences between psychology—or specific parts of psychology—and sciences like physics.  At a purely formal level, physics enjoys a level of mathematical modeling that is considerably more elegant, fundamental and mature than that found in psychology.  And at an empirical level, some of the differences that were pointed to by the inapt language of "strict" and "ceteris paribus" laws are enduring differences.  Much of psychology, after all, does not have structural or dynamic laws at all, but only statistical generalizations over populations.  And not only belief/desire generalizations, but even more mathematically-precise areas of psychology (like psychophysics and the modeling of the neurological processes underlying perception), seem incomplete and subject to an open-ended list of extrinsic factors in a way that at least seems very different from the mutual independence of physical forces like gravity and electromagnetism.


My intent here is not to minimize these problems in interpreting the nature of psychology, but to avoid drawing the wrong philosophical conclusions.  The sciences of vision and hearing are messier than the sciences of light and sound, as evidenced by the fact that great mathematical physicists like Mach and Helmholtz found problems they could not solve when they turned their attention to perception.  And viewing laws in terms of idealization  instead of true categorical claims does not make the messiness go away.  It may, however, give us resources to understand it better.  To do so, however, we will first need to consider more deeply the implications of recognizing a role for idealization in science.

Idealization and the Pragmatic Analysis of Science


Galileo famously wrote that the world of nature was like a great book, written by God for our edification.  However, to properly understand the book, one had to understand the language in which it was written.  Galileo claimed that this language was the language of mathematics.  I wish to pose an alternative metaphor.  Nature is something like a book, but it has many topical sections, and even a single page has many texts written on top of one another in various colors of ink—red, orange, blue, green – and in a variety of scripts and tongues, and with many hyperlinks to other sections.  To understand the world, one needs to learn a variety of languages, and also skills like following the links and cross-references.  But in order so much as to even read what is said, one needs to find a way to bring out one text—say, what is written in the red ink—by screening out the others (say, those in the blue and orange and green inks).  To do this, one needs (as it were) to put on special decoder glasses, which have tinted lenses that allow only particular colors to filter through.  (Not unlike the lenses in the old 3D glasses.)  Such lenses allow you to see the text set in one color clearly, but at the expense of filtering the others out.  Some information is lost so that other information can be brought to the fore.  Alternatively, think of the relation between knowledge and the world as being like the relation between a collection of maps and the area mapped.  Some maps highlight roads of different types in different colors, and tell you nothing about terrain.  Others use elevation lines and shading to represent features of terrain and give you little information of use for motorized travel.  The map cannot represent everything about its object without reproducing it—and then it would not be a map, but a city, a forest or a world.  To know how to interpret what the map is representing, you need to know what kind of map it is, and this involves map-reading skills.


What we get in the sciences is in important ways a privileged kind of knowledge.  But it is not a single theory that explains everything.  Rather, it is a patchwork of ways of understanding bits and pieces of the whole, and sometimes general features of the whole that become apparent once we have idealized away from other general features and from the details.  Sometimes these have very broad scope, as in the case of theories of gravitation and electromagnetism.  Sometimes they have very narrow scope indeed, such as the Weber laws for normally-sighted members of a particular species like human beings.  Sometimes a single model is intelligible more or less on its own—that is, independently of the others.  One can, for example, understand a theory of gravitation without reference to a theory of electromagnetism.  In other cases, a theory makes heavy background assumptions about conditions that fall under another theory – e.g., in cognitive neuroscience, we make assumptions that transmitter levels are “normal”.  Sometimes it is possible to combine the insights of two theories about a particular situation through a summation of forces, and sometimes this is not possible.   But in no case is scientific knowledge something that is simply gleaned from the world like picking up pebbles on a beach.  


Let us consider for a bit some of what goes on in the background of a scientific theory.  I am not concerned here with what goes on in the social background, or in experimental practice, though these are arguably important as well. []  Rather, I am concerned with what kind of claims scientific laws, models and theories really are, in order to have a richer and more realistic account of this than the positivist assumption that they were simply universally-quantified statements.

Some Features of Scientific Statements, Models and Explanations

I shall attempt to elucidate the role of idealization in science by making a series of observations about things that go on in scientific explanation.  These fall short of an account of the nature of explanation, or even of the role of idealization, but they highlight things that are important to bear in mind for the philosopher of psychology.

· Statements in a science occur within the context of a scientific discipline, and usually within the context of a model within that discipline.  It is often impossible to interpret the statement in isolation from these contexts.

Even in the case of a very general law, such as e=mc2, the equation itself is only an algebraic entity; and even if you specify that ‘e’ stands for energy, ‘m’ for mass and ‘c’ for the speed of light, this does not tell you enough to understand what the equation means.  (The energy of what?  Is the equation just asserting a numerical equality or are there implications about conversion of mass to energy?)  To understand these things, you need to understand the broader theory of relativistic mechanics.

· A scientific theory, model or law treats some features of the world and ignores or “brackets” or “screens out” others.

For example, a theory of gravitation ignores electromagnetism, and vice-versa.  

· This bracketing is essentially open-ended.  Yet-unknown forces in nature are by default assumed to be in the class that is bracketed off.

For example, a theory of gravitation ignores, not only the other forces known to the theorist—say, electromagnetism and mechanical force—but also any that may be discovered at a later date (say, strong and weak forces).  

· Sometimes, this bracketing of features presents a barrier to the predictive powers of the theories within the discipline.

It is possible to bracket features of the world for theoretical purposes, but controlling them in vivo is a much trickier matter, and is sometimes impossible.  There are several possible difficulties: (1) the forces bracketed by the theory may in fact be the stronger forces in real-world cases, and drown out the effects of the forces we are interested in except in very carefully-controlled experimental conditions;  (2) the differences between the predictions of the model and the real-world behavior may fall outside of the acceptable margin of error, (3) the factors modeled by separate theories may not be factorable/summable, (4) the dynamics of the system may be chaotic or otherwise uncomputable.

· Sometimes, what is bracketed is treated as though it were absent – as a “zero case” – and sometimes it is treated as though it were assumed to be in some range of states that count as “normal”.

The theory of gravitation idealizes away from other forces like electromagnetism in such a fashion that the resulting description of phenomena is identical to what one would find if bracketed forces were (perhaps per impossibile)  completely absent.  This is a “zero case”.  Consider, on the other hand, the kind of idealization we perform when we describe a system—say, a computer or an organ—at a functional level.  Here we idealize away from variables at the level of the realizing system—the circuitry in the case of the computer, the cytology and biochemistry in the case of the organ.  In such cases, unlike the case of gravitation, the resulting model does not describe the way the computer or organ would behave in the limiting case of the absence of circuitry or cells—in such a case it would cease to exist altogether!  Rather, one is assuming that the bracketed items are behaving “normally”.  (Note, however, that it might be difficult to spell out very exactly what such “normalcy” consists in, beyond the pragmatic characterization of “behaving in such a way that the behavior that is the subject of our model is not perturbed”—and this, of course, involves a certain degree of circularity.)

· Sometimes, especially in “normal” as opposed to “zero” cases, what is bracketed off is an exogenous variable that is crucially important to something within the domain of the theory itself.  

This is trivially and uninterestingly exhibited in the fact that computation requires circuitry or that organs require cells.  But there are more interesting cases as well: sometimes the circuit design does impinge upon the computational-level description.  For example, in a computer, representations of integers are actually capable only of representing numbers up to a finite number, usually 28-1 or 216-1.  This fact does not matter so long as your numerical operations do not involve values that exceed these bounds, but if you add two numbers and get a sum of 28 + 1, it matters a great deal whether your system represents integers with one byte or two!  In one case, you have stepped outside of the idealization class of the computer model of arithmetic.  More interesting still are cases in which a model represents one component of a feedback system, whose normal behavior is regulated by parts of the larger system that have been bracketed from the model.  For example, a model of circulation brackets the nervous, renal, and pulmonary systems, which are all tied to its normal performance.

· Often, at the level of a model, or of its applications, there will be background assumptions about the degree of accuracy employed (e.g., to how many decimal places are particular constants specified), and the implicit margin of error.

This is particularly clear in the case of computer models, where the choices of the programmer and the architecture of the system directly affect the degree to which the model simulates real-world performance.  However, it is really true of any attempt to turn a theoretical model into one that is useful for prediction or simulation.  When we are doing pure theory, it is possible to represent a constant, such as the speed of light, with a constant letter (“c”), which can stand in for an arbitrarily exact specification, even for an infinite decimal sequence.  However, to make use of such a theory in a calculation (say, in the Manhatten Project), it is necessary to represent constants to a finite degree of exactitude, and hence to idealize away from the decimal places that get “erased”.  One tries to choose a degree of exactitude appropriate to the problem at hand (a pragmatic decision); but there are always other possible contexts in which a greater degree of exactitude is necessary.

· In some cases, the idealizing move introduces into the model descriptions of the phenomena which are known to be false, but are useful for the computational tractability of the model.  This also can introduce distance between explanation and prediction.

First an illustration through a joke:  The dairy industry convenes a conference on how to maximize milk production, inviting experts from all major academic disciplines.  When the theoretical physicist gets up to speak, he beings his presentation with, “Let us assume a spherical cow.”  For a more realistic example, it is common in classical accounts of gravitation to treat objects as point masses.  This assumption is not only obviously false, but perniciously false if the larger problem is one of calculating the total dynamics of the object in a context where aerodynamics is significant.  A paper airplane’s behavior when dropped is nothing like that of a point mass.  Likewise idealizations that treat objects as rigid or cohesive may be “safe” in one case but not in another.

· The feature of bracketing, along with assumptions about accuracy and margin or error, constitute a kind of background against which the claims of the theory are made.  They constitute an “idealization class” which separates what is regarded as relevant for the purposes of the theory from what is treated as irrelevant—exogenous variables, cases outside of the domain of the theory, degrees of exactitude greater than those specified, calls for results with a smaller margin of error.

I believe that a great deal depends upon bearing in mind that, in the background of what is explicitly stated in a theory, law or model, there are such additional assumptions about its idealization class.  In practice, these tend to form part of the implicit knowledge of the scientist—knowledge which is essential in such things as knowing how to apply a general law or theory to a specific case, or indeed whether it can be applied at all.   I make this notion of an idealization class explicit to highlight what happens in cases in which you try to combine calculations from two theories with idealization classes that do not harmonize in a happy way.  For example, the distribution of mass in the paper airplane will affect its aerodynamics, and so the idealization class normally employed for gravitational dynamics will no do here.

· Variables and entities in one theory, law or model may also appear in other theories (laws, models), regardless of whether those other theories have identical idealization classes.

For example, a particular kind of molecule might appear as a structural type in physical chemistry, as an enzyme in biochemistry, or as a neurotransmitter in neuroscience.

· There are a variety of possible relations between theories when it comes to how they can be combined for purposes of simulation or prediction.  

(1) The variables employed in the theories are independent and factorable, and the results can be “added” through a summation of forces via vector algebra.

(2) The variables employed are ontologically and causally independent, but cannot be factored and recombined through a summation of forces.

(3) There is causal interference between the phenomena treated in the two theories

(4) The variables are mutually-dependent and modulate one another in normal behavior.

Case (1) is familiar to anyone who has taken an introductory course in classical mechanics.  Indeed, it is perhaps too familiar, as one would think from an introductory text that all cases are of this sort.  One of Newton’s great achievements was in finding a way to combine the effects of different forces through summation of forces.  The purview of classical mechanics for simulation and prediction is more or less co-extensive with the set of cases in which a factoring and summation of forces can be employed.  But even within the paradigm examples of classical mechanics we can see the limitations of such methods.  For example, in classical theory of gravitation, bodies exert forces upon one another, and this causes acceleration and motion of all of the bodies involved.  Summation of gravitational forces is fine for the task of saying, at any instant, what forces are at work on any or all of the bodies.  But it is inadequate to the task of computing the dynamics of the system (the changes in position over time) when the number of bodies is greater than two.  (This is the “three body problem”.)  This is a simple case of type (2) which fails due to a limitation of computability.  In other cases, we need a variety of ad hoc methods for combining forces that are not obviously derivative from the laws themselves.  [Cf Cartwright 1983]  Causal interference (3) can be seen in another case cited by Cartwright: suppose you have a law that says what will happen when a given substance is mixed with an acid, and another that says what will happen when it is mixed with a base.  You cannot derive what will happen when it is mixed with an acid and a base by combining these through vector addition, because the acid and the base interact with one another and neutralize one another.  (Cf. Cartwright [1989] 163-164.)   Case (4) is most prominently found in feedback systems, in which the normal behavior of one system is modulated by influences from another system, and vice-versa.  This is more complicated than causal interference.  In the case of causal interference, the normal behavior in each model is prevented by the phenomena described in the other model; in the case of mutual dependence, the influence between models is a background assumption about the normal behavior of each.

· The idealizations involved in a theory, law or model may make it appear to be a closed system when actually it is part of a complex and open system.

Note that this is innocent so long as one bears in mind that such an idealization has taken place.  It is only problematic when you try to apply the theory, law or model to cases outside of its idealization class, or integrate it with insights from a model with a different idealization class.

· One possible cause of failure of factorability is a mismatch between idealization classes.

Observations about Idealization


The preceding points probably do not collectively deserve to be called an “account” of idealization.  They are intended more to highlight some important features of theories, laws and models that are relevant to the interactions between theory, explanation, simulation and prediction.  In the final section of the chapter, I will apply some of these to an analysis of the differences between psychology and physics.  Before we get to that, however, there are some features of idealization that are worthy of note in their own right.

General feature of cognition, not just science


I have presented this discussion of idealization in the context of scientific theories, laws and models.  However, I am inclined to view it, not as a special feature of science, but as a general feature of human cognition.  Our cognition is by nature perspectival—not only in the sense that perceptual modalities like vision only present an object from one physical perspective, but in the deeper sense that to think of an object is to think of it through a concept, and a concept highlights one aspect of the object while screening out other aspects.  [Searle 1992]  Moreover, which aspect we highlight may have significant effects upon what inferences we are likely to draw:  If we think of Antigone on the dutiful-sister model, we will expect her to bury her brothers.  If we think of her on the dutiful-citizen model, we will expect her to obey the decrees of the archon.  (The tragedy lies in the impossibility of doing both.)  While it lies outside of the scope of this chapter to develop this idea, I would wish to suggest that a certain kind of modeling is at the core of human cognition, and that scientific theory is a special adaptation of this more general feature of cognition.

Truth and other felicity conditions


Discussion of models and idealization may cause us to reconsider how we ought to assign terms like ‘true’ to things like theories, models and claims in the sciences.  It is difficult to go through a course in physics, or in philosophy of science, without posing such questions as, “Has classical mechanics been shown to be false by general relativity and quantum mechanics?”  If you think of classical mechanics as a large conjunction of assertions about the world, it is tempting to answer yes, because some of these assertions are at odds with those of more recent theories, and where there are differences, we take the side of the more recent theories.  (Otherwise, they would be regarded as recent failed hypotheses.)  But the scientist is more likely to say something like this: “Classical mechanics provides a useful approximation in certain well-defined (and prevalent) circumstances such as low-energy interactions of things larger than an electron, moving a sub-relativistic speeds.”  She might also add that classical formulations may be more useful for prediction, not least because they are more computationally tractable.  Does this mean that they are true?  That they are false?  I would tend to put it this way: the question of truth only arises for theories once you have nailed down some important background assumptions, such as the domain you are talking about (e.g., are you talking about cannonball-sized objects or quarks?) and what degree of accuracy is relevant (what counts as an approximation will depend on this).  Even here, however, I’m tempted to use other virtue-terms to characterize the fit of a theory or a model with the phenomena—for example, to say that classical mechanics is “apt” to treating the dynamics of medium-sized solids whose velocity is not approaching c, but is not apt for quantum phenomena or objects traveling close to c.  Part of the reason for this is that truth is something that properly applies to assertions or propositions, and it does not seem to me that theories and models are properly characterized as propositions, even though propositions are employed in theories and models.  This is in turn because the meanings and truth-values of the sentences so employed—and indeed, what propositions they express—is a function of the idealization conditions of the model.  That is, their semantics is partially fixed by the model as a whole, as employed within a pragmatic enterprise.  The semantics of the propositions is derivative from that of the model, and not vice-versa.


Consider the following example:  In an elementary mechanics application, we might describe a scenario in the real world as one in which an object of known mass that is at rest is acted upon by some mechanical force—say, it is pulled by a rope or is struck by a projectile with a known force F—and then ask what will happen.  What I wish to consider is the description of the situation as one in which an object is “at rest”.  The clever student may well object, “But there is no such thing as absolute rest, as that implies an absolute frame of reference!  The reformulation of the situation states something that is false and indeed impossible.”  Whether this objection is justified cannot be settled in isolation from the pragmatics of the situation.  If we are working within a model that idealizes away from the issue of whether there is absolute motion/rest and assumes that it is safe to treat cases like this one as though they involved absolute rest, then the description of the situation is not false.  The objector’s pleas would occasion equal scorn in the physics classroom and the courtroom.  (“Judge, the plaintiff says I struck him with my car while he was just standing still – but can’t you see that what he says must be false because there is no such thing as absolute rest?”)  If one is to apply the model, one is correct to treat certain situations as ones in which an object is at rest.  The aptness of the model itself, however, is to be evaluated with respect to different kinds of cases to which it might be applied: it is inapt, for example, in cases in which the fact that there is no absolute motion or rest matters for purposes of the calculation.  Presumably, cases in elementary mechanics and traffic court are not cases where this matters.


Consider another example:  in framing some problem in dynamics, we give the value of a constant – say, the mass of one of the bodies – to the gram but not to the milligram.  In fact, the exact mass cannot be expressed without an infinite decimal sequence, or perhaps just a much longer one.  In truncating the decimal series, have we said something false?  Again, this cannot be answered apart from the pragmatics of the situation.  If the task is to give the mass to the milligram and we say, in effect, that it is 3.0000 grams, when in fact it is 3.1524 grams, we have indeed made an error.  But if the task is to give the mass to the nearest gram and we say it the mass is 3 grams, we have not.  When stating such a value we are always, at least implicitly, stating it to a particular degree of accuracy.  What degree of accuracy is in effect is part of the idealization conditions of the model.  Whether that degree of accuracy is sufficient for the purposes of the model is question about the aptness of the model.  Whether we have given the right value at that level of accuracy is a question about the truth of the claim.  The question of truth only comes into play once the background assumption of a particular model being operative has been fixed.

Kinds of Unificiation: of language vs. of models


Recognition of the role of idealization in science could have serious implications for the project of unifying the sciences.  Of course, a lot depends on what you mean by ‘unification’.  Ian Hacking [1996] has suggested that we distinguish between “unity as singleness” and “unity as harmonious integration.”  I shall add a third kind of unity here, which I shall call “unity by conglomeration”.  

The early modern notion of compositive explanation and the Positivist notion of inter-theoretic reduction attempted to “unify” the sciences in the (strong) sense of finding a small theoretical core that could act as a common denominator for all of them, much as one unifies the theorems of geometry as consequences of a set of definitions and axioms.  In at least the Positivist case, this was expressed in terms proper to a language: the terms of the special sciences could be defined in terms of the reducing science.  We have, by this point, seen that this kind of “unification” is probably too much to ask.

The model of scientific laws that treated them as statements in a language, however, might also suggest a different (and much weaker) kind of unity.  Perhaps our talk about the idealization classes of theories makes it look as though they are more isolated from each other than they really are.  If you take theories to just be sentences in a language, then unification ought to be cheap:  just string them together as a big conjunction, “T1 and T2 and ….”  But if the kind of unity that is achieved only through reduction is too hard, “unification” by incorporation in the same language—unification through conglomeration—is too easy.  Consider this: Euclid’s geometry and Riemann’s spherical geometry are incompatible, as they have contradictory axioms.  However, there is no problem in expressing the propositions of each in the same language, if by “language” we mean something like English or French.  (In fact, I did just mention two incompatible geometries in the same sentence.)  There is thus a sense in which languages can accommodate disparate and even contradictory theories, and can do so with ease.  Indeed, the ease with which they do so is precisely the problem.  It would be a joke to say that I had just “unified Euclidean and Riemannian geometries” simply by mentioning them in the same sentence!  And suppose I went beyond this to string together some of their claims.  Suppose, for instance, I took the parallel postulate from Euclid:

E: For any line L and any point P not on L, there is one and only one line through P parallel to L.

and its counterpart from Riemann

R: For any line L and any point P not on L, there are no lines through P parallel to L.

Suppose now that I state the conjunction, “E & R”.  What have I really stated?  The surface form of the utterance would look as though I have stated a contradiction—that there both is and is not a line through P parallel to L.  However, this would be misleading.  To really cojoin what is asserted by the two axioms, and to state it perspicuously, we would need to make explicit their embeddedness in different geometric systems:

C: In a Euclidean 2-space, for any line L and any point P not on L, there is one and only one line through P parallel to L, and in a Riemannian 2-space, for any line L and any point P not on L, there are no lines through P parallel to L.

Here, of course, the appearance of contradiction vanishes.  The ability to assert statements from different systems and models in a natural language is not a unification of their claims; it merely hides their embeddedness in a larger model underneath the surface grammar of the language.


If unification as singleness is too hard, and unification by conglomeration is too easy, is there a way of connecting the sciences that is “just right”?  Ian Hacking has suggested that we might pursue unification in the sense of “harmonious integration”.  I like this suggestion if it is interpreted in the right ways—that is, if it means that it is often possible to find useful discoveries at the intersections of disciplines, or to borrow knowledge one discipline in solving problems in another.  I certainly think that there is “harmonious integration” between sciences in the sense that they are not just totally isolated from one another in the way that, say, chess and poker are isolated from one another.  

Of course, the phrase ‘harmonious integration’ also seems to suggest that the models employed in different disciplines do not conflict with one another.  This is a bit trickier.  Is it a “conflict” if purely gravitational models yield different predictions for a situation than purely electromagnetic models?  Probably not, because to properly understand what the models “say”, you must take into account background assumptions like their idealization conditions.  But there are also harder cases: do particle and wave models of light conflict?  They certainly conflict in their predictions, and in the way they model the nature of light.  (This exercise is left to the reader.)  I think we should regard such cases as ones in which the future of the science guides our metatheory and not vice-versa.  For now, I am prepared to accept a slightly weaker view than Hacking’s of harmonious integration: namely, that there are numerous local intersections between sciences in which harmonious integrations take place, and that such integrations should be viewed as connective explanatory virtues when they are to be found.

Possible source of disunity of science, problem for “God’s-eye view”


All this opens up a very real problem for the unity of science.  It is quite possible that there are disunities of the sciences, including limitations of how their insights can be integrated and even conflicts in predictions, that are not merely indicators of a present immature state of one or more sciences.  They could, rather, be an unavoidable artifact of the process of science:  in order to investigate nature, we must investigate many aspects of nature separately.  In each case, this involves idealizing moves appropriate to the case we are studying.  These allow us to reveal truths about the world, but potentially at the cost of re-integrating these with other truths we discover, because the idealizing moves themselves may interfere with this integration.


This is, I think, the kind of situation that Nancy Cartwright refers to as the “patchwork of laws”. [1994]  The metaphor of a patchwork, however, does not give us any guidance in how to think of the various patches referring to a common reality.  I prefer a slightly different metaphor, that of triangulation.  The metaphor is taken from practices of observing distant objects, such as astronomy, surveying and navigation.  To get an accurate sense of the position of a distant object, one needs to view it from more than one position and angle.  From point A, it is viewed at 14 degrees from north.  From point B, it is 24 degrees from north.  Knowing this, and knowing the relative positions of A and B, we can construct a triangle with the object at the third vertex, thus allowing us to compute its distance and direction.  I think this is a useful metaphor: when we investigate different aspects of the world, we are taking different cognitive “perspectives” on it.  These, however, are not just isolated snapshots.  They are often different views upon a common reality.  And we can sometimes exploit the information in two views in a way that allows us to get a clearer fix on the world than would be available from either view in its own right.


On this view, the totality of insights to be gained from scientific investigation has the potential to go beyond the sum of the local insights contained in particular theories, laws and models.  However, it also holds the potential for illusions: if one loses sight of the idealization classes of two theories, one’s attempts to integrate them may lead to conflicts or paradoxes that are an artifact of the process of theorizing.

Why Psychology is Harder than Physics


We can now return to a consideration of the differences between laws in psychology and laws in physics.  Earlier, we had seen that the contrast between “strict” and “ceteris paribus” laws would not do.  Even laws in physics involve idealizations, and the ceteri are never paribus.  Yet it is surely also the case that there are important differences between physics and psychology—for example, in the relative difficulties of turning laws into predictions.  We are now in a better position to take up this topic.  We shall first discuss what has become a kind of standard account of why psychological laws stand further from empirical adequacy than do physical laws, and then propose an alternative.

The Standard Account – Multiple Realization


There is a kind of standard account of the difference between psychological and physical laws in philosophy of mind.  This account is still cast in the language of “strict” and “ceteris paribus” laws, but we can overlook that for now.  The standard account of why psychological laws are different from physical laws is based upon the claim that psychological kinds are functional kinds which admit of more than one possible realization.  Functional kinds, you will recall, are individuated in terms of what they do—e.g., AND-gates set the output to ON just in case all inputs are ON, kidneys purify the blood, etc.  But different instances of the same functional kind can be radically different in their physical makeup: an AND-gate made of vacuum tubes is very different at a physical level from one made on a silicon chip, human kidneys are different from shrimp kidneys, etc.  There are often laws (or perhaps better, formally-exact models) couched at the level of functionally-determined kinds: for example, we can draw a circuit diagram of how an AND-gate functions.  The status of these laws consists precisely in that there are good empirical generalizations to be had at this level.  However, such laws underdetermine other properties of the object in vivo.  To know how your AND-gate will respond to different voltage levels, or your kidney to different levels of toxins, it is not enough to know their functional-level properties; their properties at the lower level—how they are realized in this or that kind of matter—matter very much here.  


If psychological kinds, like belief and anger, are functional kinds, they might be realized in very different ways in different organisms.  (Please note the ‘if’.  I don’t endorse the view that psychological kinds are functional kinds.  I am merely rehearsing a line of reasoning here.)  Discussions of multiple realization and the status of psychological laws are generally cast in very abstract terms, but perhaps it will help things if I develop an example of how (to the best of my understanding) this is supposed to go:  We may both believe that Lincoln was a great president, but the brain states in me through which this belief is realized are probably going to be different from the brain states in you through which it is realized, even though it is the same (type of) belief.  Now suppose there are lawlike generalizations that take place at the level of belief: say, you can generalize that if asked a question (say, “Was Lincoln a great president?”), people will report their beliefs truthfully.  Given this, plus the fact that you believe that Lincoln was a great president, I could predict that, if asked, you would report that he was.  This is something akin to a lawlike generalization cast at the level of beliefs.  


Suppose, now, we complicate the scenario:  you find yourself, to your horror, at a rally of the League of the South, who suspect you of being a Yankee spy.  They ask you what you think of Lincoln.  You are, other things being equal, a truth-teller; yet you also believe that if you say that Lincoln was a great president here, you will be in grave danger, and you want to avoid grave danger.  How should I predict your behavior?  On the one hand, there is a “law” saying that people tend to report their beliefs honestly.  This would lead me to predict that you will say what you believe.  On the other hand, there is also a “law” saying that people say and do things that help them attain their goals and avoid things they fear.  This will lead me to predict that you will say what you think will protect life and limb.


Now how will these competing “laws” play out?  It is not clear that there is any answer to this question that can itself be framed at the level of a psychological law.  Some people may say what they think regardless of the consequences, while others may lie in hopes of pitifully small advantages.  There can even be great variability here in how a single person will act at different times or in different circumstances.  Where are the deciding factors to be found?  Perhaps sometimes they are found in the form of yet another cognitive-level state: say, a person might develop a rule that she applies in deciding between competing principles.  (Say, that moral principles shall always be trump merely prudential principles, or vice versa.)  However, it is likely that often the answer will be found at some non-cognitive level—that is, in the ways the psychological principles are realized in individual brains.  The reason that one person holds to her convictions even while being fed to the lions in the coliseum while another abandons truth-telling at the slightest threat may have nothing to do with what they believe or desire, but with something like the neurological infrastructure underlying belief and desire.  It may not be that one believes some additional principle, such as, “it is better to tell the truth and suffer than to lie” or that the other desires safety more than rectitude.  It may just be that the biochemistry of fear shuffles the deck differently in one person than the other.  


 In short, the view here is that while there are psychological-level laws, you cannot have a complete dynamics at the psychological level—that is, the dynamics of how psychological states interact is not completely determined by their psychological-level properties, but by the properties at the level of the realizing system.  And since two cognizers that have the same intentional states (e.g., believing that Lincoln was a great president) realize these states differently, the causal powers to these states may differ, and hence psychological laws are less good for prediction than lower-level laws.  

The Psychophysical Cases


Recall that our case studies found limitations of the scope of lawlike claims not only in belief/desire psychology, but also in areas like psychophysics.  There, indeed, we had both clearer cases of laws (such as the Weber laws) and better-defined specifications of where these did not hold.  For example, psychophysical curves for color vision tend to assume that the subject is a trichromat, that she has not been staring at a saturated color, that there are not contrast effects operative, that she does not suffer from macularization, etc.  


Now some of these conditions fit quite nicely into the multiple-realization story.  For example, take saturation effects, in which a person first stares at a patch of one color and then looks at another slide.  Her perception of the colors found there is skewed, due to a depletion of transmitters in some but not all of her cone cells as a result of staring at the saturated color.  The explanation of color vision at the level of the dynamics of cone cells ignores variability at this lower level of organization, and assumes “normal” conditions there.  However, in saturation effects, this assumption is violated, and we need to take our explanation down to the level of the realizing system (the electrochemical interactions of cells).  Here, indeed, the exception to the psychophysical law is due to features in the realizing system.


But this kind of explanation will not suffice for other kinds of exceptions.  For example, consider what Grossberg [1994] calls the Boundary Contour System (BCS), responsible for detecting boundaries.  Such a system, considered alone, can provide explanations of how the visual system detects continuous boundaries.  However, the BCS also would seem to be need to be sensitive to other information from stereopsis and what Grossberg calls the Feature Constrast System (FCS) in order to account for illusions in which illusory boundaries are “filled in”.  These, it is conjectured, are a product of the BCS’s interactions with other systems in the brain.  These other systems are not the cell-level realizations of the BCS, but separate systems, considered at more or less the same level of organization, which interact with it causally.  It is possible and even necessary to model individual systems like the BCS in their own right, in isolation from other systems.  However, what we get when we do this fails to accommodate everything in their normal performance, because their normal performance involves cooperation with other systems with which they are in complex feedback relationships.  Note that this situation is unlike both the relationship between gravitation and electromagnetism (in which we have independent variables) and the relationship between descriptions at the cone-system level and descriptions at the electrochemical level: here we are dealing with relationships between two systems at the same level of complexity which are not independent.  This is a case which the multiple-realization account cannot address.

A Better Analysis: Idealization

I think that we would do better to see both kinds of cases through the lens of idealization.  In the case of feedback relationships between systems, we study a single system in isolation by bracketing the relations with other systems.  This is one form of idealization.  In some cases (like gravity and electromagnetism) it may be “zero-case” idealization, in which one approximates the behavior of the system in the absence of feedback.  But in the case of feedback connections, it is likely to be a “normal case” idealization, in which one makes some kind of assumption that the relations with other systems are ones which cause minimal perturbations of the system under consideration.  We find another form of idealization in the case of functional-level analysis.  Here we are bracketing features at the level of the realizing system.  This is always a normal case idealization, and never a zero case idealization, since the functional system needs to have a realizing system, and hence the absence of a realizing system would imply the absence of the function as well.  

Idealization in Systems with Feedback 


Consider:  in the case of physics, we are blessed with a relatively small number of fundamental forces, and they are believed to be independent of one another.  In principle, this means that you can look at a dynamical system by performing a number of separate idealizations that allow you to look separately at the influences of gravitation, electromagnetism, strong and weak force, and then treat the overall causal situation at a given time as a summation of these forces.  There are well-known principled problems in turning this summation of forces into a prediction or simulation of how the dynamics of the system will unfold—indeed, even if one restricts oneself to gravitational force and classical mechanics, the problem of predicting the unfolding dynamics of a three-body system is computationally impossible.  But even if the actual dynamics of systems is very complex and defies computation, at least the independence of the fundamental variables gives us reason to believe that each of our laws deals with a real, distinct, and fundamental simplicity—with what one might call a real invariant in nature.  Moreover, we can intervene in nature, creating experimental situations which asymptotically approach conditions in which only one force is in fact at work.  And in these situations, the fundamental force that is left behaves "normally", and indeed, approximates its "ideal" behavior.


We too easily tend to think of this kind of situation—in which there are a small number of mutually independent variables which are, in principle, factorable—as the "normal" or even the universal case.  But there are clear and familiar cases all around us of systems that do not meet these conditions.  Basically, any system in which there are feedback mechanisms that modulate the behavior of the component systems will differ in fundamental ways from what we find in doing basic physics.  Examples are found not only in psychology and neuroscience, but in physiology, biology, cybernetics, computer science and some parts of physics and chemistry as well.  

The explanatory method of black box functionalism is common in many areas, including computer science and cognitive neuroscience.  To understand a system, we break it down into its component parts, and when we have understood them, we use them to understand the behavior of the entire system.  For example, in understanding vision, we may break up the visual cascade into stages: 

[image: image1.wmf]
Often there is a strong convergence of different kinds of evidence that lead to the conclusion that we are in fact dealing with separate "modules" involved in cognition—evidence from selective insult, MRI and CT scans, anatomical and physiological differences, etc.—and hence one is drawn to a reasonably robust realism about these modules.


However, while the cognitive modules may be real, they are not independent in the ways that the fundamental physical forces are independent of one another.  First, and most obviously, we are dealing here with a causal chain of events in different parts of the brain, and not with the factoring of independent forces.  But it gets more complicated than this.  Generally we are not dealing with a simple causal chain in the brain, but a very complicated and iterated feedback system.  In most cases in which there are feed-forward projections from an area A to an area B in the brain, there are also feed-back projections from B to A as well.  And the dynamics of feedback systems naturally leads one to expect that some of the important processes will really take place through the unfolding over time of a kind of resonance relationship, or stable and self-supporting pattern of interaction between modules.[Cf. Articles in Grossberg 1987]  Feedback systems allow an organism, for example, to compensate for changes in illumination and see a constant color on an object as the sun goes behind a cloud, or to compensate for overshooting a target in perception or locomotion.


The interdependence of modules that are involved in this kind of feedback circuit is not simply a matter of one of them being downstream of another in a causal chain.  Rather, they are dependent for their normal functioning upon the feedback they get from one another.  And this presents both formal and philosophical problems.  The root issue is that, even once you map out a model of the input-output conditions of a component of a system—its "circuit diagram" if you will—you still haven't got a handle on the dynamics of the system, because these depend upon the unfolding of feedback loops over time.  What happens at any one juncture at the visual cortex is going to be a function, not only of the physiology of that little bit of cortex, or even of that combined with some canonically described "input", but also by various kinds of modulating feedback from other parts of the brain—for example, expectations based on memory or priming, nonspecific arousal, and emotion.  The formal problem is that you need a very different kind of mathematical model for this kind of system than you do for at least classical physics, though the mathematical machinery needed is shared in common with some other parts of physics, and is currently collectively designated as "nonlinear dynamics."  


The philosophical/empirical problem  is this:  If you succeed in creating a laboratory situation in which you have eliminated the influences of electromagnetism, mechanical, strong and weak forces, you are left with gravitational interaction  in its pure and native glory.  In an idealized situation, gravity in fact behaves ideally.  But if you isolate an element of a feedback system from the rest of the system, you do not get its ideal behavior, but radically abnormal behavior or no behavior at all.  If you cut out a monkey's lateral geniculate body, you don't get the behavior of the LGN in its pure and native glory, but merely a morsel of monkey brain sushi.  


In this respect, there is a radical difference between cognitive neuroscience and fundamental physics.  The fundamental forces of physics are radically independent.  The modules of the brain are just as radically interdependent.  The normal behavior of a module is not captured by something like an internal circuit diagram, but a complex model of how it behaves as modulated by various other systems within a living and biologically normal organism.  


This all has an important effect upon the relationship between our models and prediction.  In cases like physics, in which you have a small number of independent variables, you can often use just one law, or a rough summation of several, and come up with a prediction that is roughly accurate.  The mathematics of chaos tells us that there are classes of systems in which this will not work at all; but it works well enough for, say, launching a cannonball into a pirate ship.  Calculate ballistics and wind, and these will drown out other factors if you are content to hit anywhere on the side of the galleon.  Launch a mortar into a tornado that has just ripped through a magnet factory, however, and all bets are off.


The brain is more like the tornado case.  Take a look at any recent schematization of the modules of the brain and the relationships between them.  
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Any one module might be modulated by dozens or even hundreds of others, many of which are involved in its normal performance.  When we idealize away from most of these to isolate some crucial function we are interested in—say, that this bit of brain performs noise reductions in perceptual information coming from that bit of brain—we are indeed getting at something real.  In this our model is like physical law.  But we are not getting at something that is independent of the rest of the brain.  And in this respect, our case is very different from fundamental physics.  The enterprise of modeling requires us to idealize away from things that matter in vivo, not just as additional things going on in the world (like electromagnetism), but as things that matter to the normal performance of the very system we are studying.  And as a result, models that get at true generalizations that are useful in the enterprise of understanding will produce results that are much farther removed from the separate ideal of yielding true predictions.


The moral of the story is that the sciences of cognition are, in a principled way, harder than physics.  The reasons for this are both systemic and formal.  The systemic reason is that in psychology we are dealing with very complex, interdependent, feedback systems.  To say anything rigorous about them, we need to idealize away, not only from things that matter in vivo, but things that may be relevant to the normal behavior of the very faculty we are discussing.  The formal reason is that the mathematics needed to talk about the dynamics of complex systems is only recently developed, and is different from the mathematics of classical physics.

� Of course, the properties that are significant for classification and explanation in one domain may well be abstracted away from in another, with the effect that, if they describe the same objects, they may cross-classify them or deal with them in terms of unrelated or incommensurable properties.  Thus two sciences may deal with the same objects, and yet what appears salient about those objects will be different in the eyes of the two sciences, because they are interrogating the world with a different set of questions and hence have emphasized and abstracted away from different features.


�   I should note an intellectual debt here to Ernan McMullin, whose discussions of the role of idealization in Galileo played an important role in shaping my thought about the more general and central role of idealization in the sciences.  (Cf. McMullin [1985].)


�   As this chapter is partially in dialog with Nancy Cartwright, I should mention that my technical refinement of the words ‘abstraction’ and ‘idealization’ does not correspond to hers.  For her, the essential difference is that, in an idealization, variables one does not wish to deal with are set to zero, while in abstractions, they are subtracted away from the model entirely.
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