Newcomb’s Problem and the Ethics of Capitalism – James Rizzo

I.  Introduction

We see how…the mode of production and the means of production are continually transformed, revolutionized, how the division of labor is necessarily followed by greater division of labor, the application of machinery, by still greater application of machinery, work on a large scale by work on a still larger scale.  This is the law which again and again throws bourgeois production out of its old course and which compels capital to intensify the productive forces of labor, because it has intensified them, it, the law which gives capital no rest and continually whispers in its ear:  “Go on!  Go on!”

--  Marx Wage Labor and Capital (in Tucker, p. 213).


What is the sense of necessity proper to capital?  In Wage Labor and Capital, Marx situates this necessity in a division internal to capital itself, between individual producers and the market as a totality, which bourgeois political economy naturalizes as “competition.”  As  individual capitalists employ new technologies to increase the efficiency of human labor (thus maximizing the surplus value accrued to capital), these developments reappear as objective compulsion in the form of the reduced value of the commodities thereby produced—and “the same game begins again” (p. 213).   In Capital and the Grudrisse, Marx is more explicit about the temporal dimensions of this compulsive dynamic of production and their relation to the value forms of capitalism, use-value and exchange-value.  The problem lies in capital’s fundamental orientation not towards the increased production of usable material wealth, but towards the increased efficiency of production itself—even as this efficiency is calibrated with respect to commodities’ use-values.  What grounds capital’s sense of necessity is then the relation between the two temporal modalities in which its project unfolds:  the abstract time that efficiency (and surplus-value) measures, and the concrete time in which this measurement takes place.  In the passage cited above, this second kind of temporality (called “historical time” by Moishe Postone) coincides with the ever-present enunciation of the “law” of capitalist production—the “law which gives capital no rest and continually whispers in its ear: ‘Go on!  Go on!’”  


 But if this law of capitalist production is enunciated within historical time, the locus from which it is enunciated remains problematic.  On the one hand, the law can be understood as a mode of self-reflexivity peculiar to capital itself:  for if it is capital who obeys the command to “Go on!,” it is also capital who issues it.  On the other hand, the law is enunciated across—and could perhaps be said to bring into being—the division between individual producers (capital with a small “c”) and the market as a totality (Capital with a big “C”).   This division is, in fact, what Marx wants to draw our attention to.  The law articulates a socially general form of necessity that appears not historical but transhistorical—in exactly the sense that political economy and vulgar Marxism have fantasized the universality of the market, or of labor.  The necessity of the law of capitalist production is representable as a natural necessity that exceeds—and is formally indifferent to—any historical determination.  If socially general norms of production are contingent and concrete, the compulsion they exert is abstract and universal—and this is the (itself historically determinate) peculiarity of capitalist production and the rationality it grounds.


Nowhere does Marx describe this “law of production,” this compulsion to efficiency, as an ethics of capitalism.  But its formal similarities to Kantian ethics are striking, particularly if we consider how the dialectic between historical and transhistorical time, in Marx’s account of capitalist necessity, parallels Kant’s own employment of the division between the empirical and the transcendental to secure a foundation for the categorical imperative.  More generally, I am using the term “ethics” to describe how subjects adequate their actions to some—cosmologically or epistemically specifiable—nomic, other-worldly, or transcendental domain.  What we gain by attending to the irreducibly ethical orientation of capital is the possibility of thinking “capitalist necessity” in broader terms than those of Marxism and the 19th century political economy it critiques.  In my dissertation, I argue that Marxism has proved inadequate to modern capitalism—which is increasingly oriented not towards the management of labor, but towards the management of risk—because it has failed to recognize the extent to which it is now rational choice theory, rather than political economy, that describes capital’s reasoning process.  The question is then whether rational choice theory entails its own “version” of capitalist necessity, and it is the task of this paper to show that it does.   Furthermore, I argue that rational choice “necessity” is irreducibly grounded in the theory’s epistemic categories:  its conceptualization of economic events in terms of a probability theory and modal logic tractable to counterfactual supposition.  Thus, while my analysis of rational choice theory and its modalized concepts of “utility” parallels Marx’s critique of political economy’s temporal concept of “value,” I emphasize that it is the more general relation between capitalism’s epistemology and its ethics that needs to be thought as the proper object of critical theory.  


This insight grounds a critical analysis of capitalism entirely beyond the horizon of the Marxian project, even as the latter recognizes the essential dependence of capital on inductive and deductive inference (specifically, measurements of value and time).  But the very supercession of political economy by rational choice demonstrates that theory construction (what Peirce called abductive reasoning) is internal, even if appropriated, to the reproduction and growth of capital.  At this level, we can raise the historically interesting question of how particular ways of framing economic agency as epistemological problems become compelling.  Conversely, how do given epistemologies of the market fail to realize or fail to maintain (for example: the categories of 19th century political economy) their sense of necessity?  As a first step towards answering these questions, this chapter investigates a nicely delineable moment in the evolution of rational choice theory:  the Newcomb Problem debate and its outcome.  The Newcomb Problem, a thought experiment first published by Robert Nozick in 1969, drew the attention of analytic philosophers because it led existing, so-called “evidential,” versions of decision theory to recommend what was thought (for reasons I will discuss below) to be an incorrect solution.  The ensuing “Newcombmania” (to borrow Isaac Levi’s felicitous term) led to the development of new, “causal” decision theories in the 1980s, variously drawing on modal logic, counterfactual conditionals, and a possible-worlds semantics to circumvent the trickiness of Newcomb problems. Contemporaneously, David Lewis’ triviality results for the probabilities of indicative conditionals proved, what is on my reading, the logical impossibility of any epistemic ground for evidential decision theory.


The Newcomb Problem requires agents to consider the effects of their actions on the world, and its two solutions reflect different modes of conditional reasoning, or supposition.  In decision theoretic representations of the Newcomb Problem, this has been expressed, as I mentioned, by the difference between counterfactual, or subjunctive, supposition (which causal decision theories incorporate) and indicative, or matter-of-fact, supposition (which evidential decision theory incorporates).  James Joyce has nicely pointed out that “the contrast between these two modes of supposition [indicative and counterfactual, respectively] is just the difference between asking, ‘What is the world like if I do perform A?’ and asking, ‘What would the world be like were I to perform A?’” (p. 181).  Although this difference vaguely corresponds to a grammatical mood, Joyce’s illustration makes clear that the terms of the opposition between indicative and subjunctive supposition are enunciative.  Namely, the matter-of-fact question, “What is the world like if I do perform A?,” is asked from within the world that is being supposed, while the counterfactual question, “What would the world be like if I were to perform A?,” is enunciated from a point exterior to that imagined world.   This difference more generally accounts for why conditionals based on counterfactual supposition depend on a possible-worlds semantics (to establish their truth- or probability-conditions), while indicative conditionals do not.


It may seem odd to find an explicit problematization of worlds at what is, really, the heart of contemporary (causal) decision theory.  This points to the broader question of how seriously we should take the concept of “possible worlds,” as it has been developed by the modal logic on which causal decision theory is based.   Michael Loux (1979) lays what is known as the “deflationary” approach:  

The trouble with possible worlds, we want to say, is that they represent an exotic piece of metaphysical machinery…But the fact is that reflections on some of our most deep-seated intuitions suggests that the appeal to possible worlds is nothing more than a formalization of generally held prephilosophical views about matters modal.  All (or at least most) of us think that things might have gone otherwise, that there are different ways things might have been, alternative ways things might have gone” (p. 30).

The real question is whether “prephilosophical views about matters modal” can ever be metaphysically innocent.  I do not see how this can fail to be the case.  Although indicative supposition gives us a way to conceptualize what turn out to be very problematic “possibilities”  without reference to possible worlds, even the speculation Loux describes brings us into what was once theological territory (cf. Leibniz).  By analogy, consider the nomic (trans-ontological) calibration that invariably determines any speech act, or naming ceremony.

 
The upshot is that, on my reading, causal decision theory articulates a full-blown

cosmology based on a possible-worlds semantics.  This is also, in a sense, the cosmology of risk-oriented capitalism.  Causal decision theory incorporates a category of modal necessity, which is used to represent events (technically, propositions) that hold in all (local, accessible) possible worlds.  Modal necessity, and the totality of possible worlds it describes, constitutes the domain in which casual decision theory judges the adequacy of actions.  And the ethical sense of necessity of casual decision theory is precisely the imperative that one evaluate actions with respect to this trans-world domain, and not with respect to the world posited by indicative supposition (and evidential decision theory).


The Newcomb Problem is paradoxical because, as many causal decision theorists willingly admit, the evidential solution is actually very compelling.  Why this is so is something decision theory has largely ignored in its quest for a normative theory of rationality (read:  an ethics of capitalism).  Indeed, as I have pointed out, the status of the evidentialist “compulsion” is especially problematic because it coincides with a logically self-defeating form of reasoning based on (what turns out to be) probabilities of indicative conditionals.  What is so interesting about the Newcomb Problem, then, is the fact that its solutions correspond to two very different kinds of necessity:  one bearing the tautologous self-evidence of a happy performative (and modal necessity); the other, bearing no logical sense whatsoever, but a non-sense that can be specified in terms of the epistemic inconsistencies of evidential decision theory.  I ultimately argue, though not in this chapter, that the problematic necessity described by evidential decision theory corresponds to an ethics of capitalist consumption.  This second necessity finds its most radical expression in certain kinds of compulsive gambling.       


Even Marx’s account of the law of bourgeois production presents us with the outlines of this topography, for the law is enunciated precisely under the supposition that it is not now being obeyed.   The sense of necessity of the law—the sense in which it “gives capital no rest”—depends, in short, on its very failure, and what is therefore a structurally necessary failure of the law; more generally:  the constant inadequacy of the empirical present to the transhistorical, of capital to Capital.  One does not need to go beyond this peculiar “dependence” to develop  account of capitalist exploitation.  And note that while we can give sense to the failure of the law by thinking the latter contingently (i.e., as a command that might or might not be obeyed), to the extent that its sense of necessity coincides with its failure, the law then depends on something as problematic (and non-sensical) as a necessary contingency.  This enunciative gap within the law resembles the two sides of a Mobius strip, to use a Lacanian analogy.  In its positive moment, the law is formally empty, but full of sense: capital knows exactly what is being demanded of it when it hears the command, “Go on!  Go on!”—for it “fills in the blanks” with political economy or rational choice theory.  In its negative moment, the law invokes a non-sensical necessary contingency:   an unrepresentable, though thoroughly indexible, temporal present    


This is also the topography of Newcombmania, for the difference between causal and evidential decision theory—and the counterfactual and indicative reasoning on which they are based—is, in fact, enunciative.  What remains to be shown is that the epistemic incoherence of evidential decision theory is intimately (though problematically) related to the ethical necessity of causal decision theory.  At a methodological level, my point is not only that we avoid taking casual decision theory (or 19th century political economy, for that matter) as ready made, but that we attend to the reasoning process that guides failed projects like evidential decision theory.  These failures bear witness to a sense of necessity that cannot be reduced to “false starts;” indeed, they are the only possible beginning for a critical ethnography of capitalism.


It is not Karl Marx but Max Weber, in his landmark study The Protestant Ethic and the Spirit of Capitalism, who directly addresses the possibility of an ethics of capitalism.   This ethics is distilled in several passages from Benjamin Franklin’s Necessary Hints to Those That Would Be Rich, which Weber quotes at length, noting that

the peculiarity of this philosophy [is] the idea of a duty of the individual toward the increase of his capital, which is assumed as an end in itself.  Truly what is here preached is not simply a means of making one’s way in the world, but a peculiar ethic.  The infraction of its rules is treated not as foolishness but as forgetfulness of duty…It is not mere business astuteness, that sort of thing is common enough, it is an ethos.  

(Weber, p. 51)

Weber’s thesis, of course, is that this ethics of capitalism bears a direct historical relation to the Protestant Reformation, and to Luther’s conception of the calling:  a “valuation of the fulfillment of duty in worldly affairs as the highest form which the moral activity of the individual could assume” (p. 80).   The novelty of the “calling” lay in the religious significance it gave everyday, worldly activity.   But it was Calvinist theology, in particular, where Weber located the roots of the “spirit” of modern capitalism—and its compulsions.    


Although he does not identify it as such, Weber describes a paradox underlying the Calvinist conceptualization of predestination. On the one hand, Calvin taught, the “state of eternal grace” was reserved for a small number of men known in advance only to God.  Not only did the elect “differ externally in this life in no way from the damned,” but—in marked contrast to the Lutheran doctrine of grace—self-examination was rigorously excluded as a source of certainty regarding one’s status before God (p. 110).  Weber notes that “this attitude was impossible for [Calvin’s] followers as early as Beza, and, above all, for the broad mass of ordinary men.  For them the certitudo salutis in the sense of the recognizability of the state of grace necessarily became of absolutely dominant importance” (p. 110).  Thus—and here is the other half of the paradox—“intense worldly activity [was] recommended as the most suitable means…to [disperse] religious doubts and [to give] the certainty of grace” (p. 112).  Yet Weber is quite clear that this latter precept did little to allay Calvinist anxieties of predestination, even as it oriented these anxieties towards market capitalism.

For Weber, the Calvinist doctrine of predestination was significant to the extent that the terms of theological dilemma it posed were translatable into those of the marketplace.  In this sense, Calvinism may be credited with having developed a primitive epistemology of capitalism; specifically, one that theorized the kinds of causal relations operative in the market.  If there are no external differences between the saved and the damned, then one’s worldly (economic) progress cannot be taken as a sign of grace, and the causality of the market is purely secular.  But the possibility, by contrast, of “dispers[ing] religious doubts” by way of “intense worldly activity” depends on another, transcendental causal relation, which represents economic success as an effect of pre-ordained, otherworldly salvation.  And it is precisely the gap between these two kinds of causality that kept the latter Calvinist doctrine of predestination from falling into logical contradiction.

[Inadequate:  but what I am simply trying to get at is how it was a historically specific epistemological (cosmological) problem that determined the sense of necessity of “primitive” capitalism]

III.  The Newcomb Problem:

Nozick’s formulation of the Newcomb Problem:

Suppose a being in whose power to predict your choices you have enormous

confidence.  (One might tell a science-fiction story about a being from another planet,

with advanced technology and science, who you know to be friendly, and so on.)

You know that this being has often correctly predicted your choices in the past

(and has never, so far as you know, made an incorrect prediction about your choices),

and furthermore you know that this being has often correctly predicted the choices of 

other people, many of whom are similar to you, in the particular situation to be 

described below…

There are two boxes, (B1) and (B2).  (B1) contains $1,000.  (B2) contains either

$1,000,000 ($M) or nothing.  What the content of (B2) depends on will be 

described in a moment.


(B1) {$1,000}           (B2) {$M or $0}

You have a choice between two actions:

(1) taking what is in both boxes

(2) taking only what is in the second box.

Furthermore, and you know this, the being knows that you know this, and so on:

(I) If the being predicts you will take what is in both boxes, he does not put $M in

the second box.

(II) If the being predicts you will take only what is in the second box, he does

put the $M in the second box.


The situation is as follows.  First, the being makes its prediction.  Then it puts the $M in


the second box, or does not, depending on what it has predicted.  Then you make your 


choice.  What do you do?

First Argument:  If I take what is in both boxes, the being, almost certainly, will have predicted this and will not have put the $M in the second box, and so I will, almost certainly, get only $1,000.  If I take what is in the second box, the being, almost certainly, will have predicted this and will have put the $M in the second box, and so I will, almost certainly, get $M.  Thus, if I take what is in both boxes, I, almost certainly, will get $1,000.  If I take only what is the second box, I, almost certainly, will get $M.  Therefore I should take only what is in the second box.

Second Argument:  The being has already made his prediction and has already either put the $M in the second box or has not.  The $M is either already sitting in the second box, or it is not, and which situation obtains is already fixed and determined.  If the being has put the $M in the second box, and I take what is in both boxes I get $M + $1,000, whereas if I take only what is in the second box, I get only $M.  If the being has not put the $M in the second box, and I take what is in both boxes I get $1,000, whereas if I take only what is in the second box, I get no money.  Therefore, whether the money is there or not, and which it is already fixed and determined, I get $1,000 more by taking what is in both boxes rather than taking only what is in the second box.  So I should take what is in both boxes.

 Richard Jeffrey has commented that the Newcomb Problem “is a problem to which I would apply the thought of Esther Marcovitz: ‘If cows had wings, we’d carry big umbrellas’” (p. 25).   Surely, the Newcomb Problem is a bizarre and improbable thought experiment, and it is worth pointing out that if it is precisely on matters of supposition that its two solutions happen to differ, the terms of the Newcomb Problem must themselves be supposed counterfactually in order to determine it as a coherent decision problem in the first place.  This asymmetry itself marks a more general lack of “transparency” on the part of the indicative-reasoning based, one-box solution.

Why should we take the Newcomb Problem seriously?  Jeffrey further describes the  Newcomb Problem as “a secular, sci-fi successor to the problems of predestination that exercised such thinkers as Johnathan Edwards” (p. 25).   On my reading, the Newcomb Problem is far more interesting, for while the Calvinist doctrine of predestination oriented worldly action with respect to a single, other-worldly totality (i.e., an omniscient God), the two solutions to the Newcomb Problem correspond to two different kinds of orienting totalities (one of which turns out to be very problematic).  In a sense, the Newcomb Problem breaks apart two key features of the Calvinist deity:  omniscience and trans-world necessity.  The predictor is omniscient, but the time in which he makes his decision is unquestionably the time of this world.  Indeed, it is the causal decision theorist herself who turns out to occupy the “space” of trans-world necessity in recommending the two-box solution.


The Newcomb Problem has, at minimum, served as an important object lesson for decision theory.  Both evidential and causal versions decision theory recommend actions based on the principle of expected utility maximization, and both of Nozick’s arguments are justified on this principle.  Indeed, expected utility maximization is an imperative for decision theoretic rationality.  For decision theorists, the key question raised by the Newcomb Problem has been one of how expected utility should be determined—specifically, what reasoning process is adequate to the imperative of EU maximization.  At this level, one can treat the development of causal decision theories, in response to the Newcomb Problem, under the more general rubric of a “disciplining” of reason.  What is interesting, then, is the asymmetry between the casual and evidential positions:   why the former is self-justifying in a way that the latter is not, and how this is tied to their specific epistemic orientations (for example, causal conditionals allow for the emergence of a temporal semantics; indicative conditionals do not).  It is at this level, also, that I think the status of the Newcomb Problem is ethical. 


How is the Newcomb Problem a problem for decision theory?  Savage’s axiomatization in The Foundation of Statistics (1954) gives us this formula for calculating the expected utility of acts:

Savage’s SEU = V(A) = ∑ EQ \s\do6(S)  Prob(S)  u(O[A,S])

where an act (A) is a choice available to the decision maker (or agent) in a given decision problem, a state (S) is an exhaustive description of the features of the world relevant to the decision maker (and is, presumably, independent of his actions), and an outcome (O[A,S]) represents “anything that might happen to the decision maker” as a result of his acts.   In Savage’s decision theory, acts are functions that map states (of the world) onto outcomes.  Richard Jeffrey has suggested that acts, states, and outcomes be thought of as propositions:  acts are propositions the agent has the power to make true; likewise, states of the world can be assigned truth-values via an (ultimately subjective) probability semantics (e.g., there is a 50% chance that state S obtains—comes true—where S could be anything from “This coin lands heads” or “It will be above 30 degrees F in Chicago on  February 7, 2002” [given by Prob(S)=.5 or P(S)=.5, in my notation]).  Outcomes represent non-expected utilities that can be assigned an intrinsic value, like the thousand dollars in box one.  Savage’s equation directs us to calculate the expected utility of an act over a partition defined so that one and only one state of the world obtains.   In verbal terms, we consider the utility of each outcome in proportion to the probability that that state that determines it (in conjunction with our act) obtains.  Because the relevant states are mutually exclusive, and because their individual probabilities add up to one, we add up the expected utility of each state/outcome pair to determine the expected utility of the act (indicated by the big “Sigma” in Savage’s equation).

In the Newcomb Problem, the actions available to the agent are:



A1 =  Take both boxes



A2 =  Take only what is in the second box


While the relevant partition of states of the world is:



S1 = The being has put $M in the second box



S2 = The being has put nothing in the second box


(Again, the partition is constructed so that one and only of S1 and S2 will obtain)

And the outcomes, by the terms of the problem, are as follows:



O(A1,S1) =  $M + $1000



O(A1, S2) = $1000



O(A2, S1) = $M



O(A2, S2) = $0 

Then assuming the constant marginal utility of money (so that, e.g., the utility the agent assigns $10 is one-tenth the utility she assigns $100), Savage’s equation gives us with the following:


V(A1) =  P(S1) u(O[A1,S1]) + P(S2) u(O[A1,S2])


           = P(S1) u($M + $1000]) + P(S2) u($1000)


            
P(S1)($1,001,000) + P(S2)($1000)

V(A2) =  P(S1) u(O[A2,S1]) + P(S2) u(O[A2,S2]) 

  P(S1) u($M) + P(S2) u($0)

   P(S1) ($1000) + P(S2)($0)

Unfortunately, Savage’s equation cannot get us much further than this.  For while Savage assumes that the partition of states is (probabilistically) independent of the agent’s decision, the Newcomb Problem presents us with a situation where the likelihood of each state (i.e., whether the being has put $M or nothing in the second box) varies with the act we perform (i.e., whether we choose to take one box or both boxes).  Specifically, we know that if we choose A1, then P(S1) is very close to zero and P(S2) is very close to one, while if we choose A2, then P(S1) is very close to one and P(S2) is very close to zero.  Savage’s decision theory is appropriate to gambles, like casino games, whose outcomes are determined by natural events.  In his account, nature is an indifferent agent:  the fact that we bet on a die coming up six has no bearing whatsoever on the probability that the die comes up six.  By contrast, the Newcomb Problem positions us with respect to an intentional (indeed, omniscient!) agent who is keenly interested in our behavior.  


Richard Jeffrey has proposed the apparently reasonable strategy of taking the agent’s decision to perform an act as evidence that can be used to revise state-likelihoods.  In evaluating the expected utility of a given act, the agent determines state probabilities on the supposition that she performs the act.  In Jeffrey’s decision theory (called “evidential decision theory” for just this reason), revision follows the standard rule for calculating conditional probabilities:  

Prob (X /Y) = Prob (X and Y)/Prob (Y),






    if Prob (Y) > 0.

This is a definition from (Bayesian) statistics.  Note that the “/” on the left side of the equation is a conditional probability operator (“Prob (X /Y)” is read as “The probability of X, given Y”), while the “/” on the right side represents  arithmetic division.  To give a not very exciting example, the probability that I have rolled a six on some specified die roll (call this proposition X) given that I have rolled an even number (proposition Y) is 1/3:




Prob (Y) = ½




Prob (X and Y) = 1/6




Prob (X and Y)/Prob (Y) = 1/3 = Prob (X /Y)

But even this example has its subtleties.  The “primitive” probabilities of the propositions (Y) and (X and Y) are assigned with respect to the expected outcomes of a given die roll:  the world  in which Prob (Y) = ½ and Prob (X and Y) = 1/6 is a simply world in which I throw the die.  It must be emphasized that this is the same world in which conditional probability Prob (X /Y) = 1/3 becomes meaningful.  Specifically, Prob (X /Y) does not describe the probability of X in a (different) world where I have thrown the die and Y has already obtained.  


This contextual (or world-relative) divergence creates immediate problems for Jeffrey’s decision theory, which calculates expected utility according to the following formula: 

Jeffrey’s SEU = V(A) = ∑ EQ \s\do6(S)  Prob(S / A)  u(O[A,S])
where Prob(S / A) represents the conditional probability of state S, given act A.  Notice, however, that the conditional probability of S, given A, is defined in terms of a primitive probability that make no sense whatsoever, namely the probability that the agent assigns to her performance of  act A.  This probability cannot be assigned a value of one, because its proper context is not the world in which the agent has already decided on act A (or is calculating expected utility as if she had decided), but the world in which she is currently deliberating, and in which her action will or will not be performed.  In other words, the problem with Jeffrey’s conditionalization, so defined, is that it demands an impossible self-reflexivity on the part of the agent:  that she view her decision to perform (or not to perform) an action A as a “natural” event bearing no relation to the actual moment of decision.  Of course, we can develop a temporal representation of this split within Jeffrey’s agent by differentiating between present and future selves:  for example, I can (now) reasonably assign a 25% probability to the fact that I will decide to go grocery shopping next Thursday.  I might or might not go shopping—and I probably won’t.  But agents cannot decide as future selves (even if they can decide for future selves). 


One way around this difficulty in Jeffrey’s theory is actually suggested by the Newcomb Problem itself, which very specifically describes an agent for whom the decision maker’s choice can be such a “natural event”:  the omniscient being.  This being can serve an epistemological “prop” for the conditional probabilities required by Jeffrey’s theory, so that the decision maker is able to sense to the expression “Prob (A and S)/Prob (A)” from the perspective of the omniscient being.   In this way, Jeffrey’s decision theory itself can be seen to depend on what is surely the most bizarre feature of the Newcomb Problem:  the existence of an omniscient other.  This requirement must hold if decision-makers are to assign any value to Prob(A)—no matter what the terms of the decision problem they face.  


What we are bumping into is a paradox of self-knowledge and free will.  The problem is what sense we can assign the expression, Prob(A), which creeps into Jeffrey’s equation (and also into his decision theory).  Earlier, I spoke of assigning a 25% probability to the (proposition) that I decide to go shopping next Thursday, but this is not quite right.  The probability assignment makes intuitive sense only to the extent that I delegate the “decision” to states of the world (like how much food I have left, or what the weather is like) or, for that matter, to personal habits.  I could even make my “decision” to shop dependent on the outcome of a coin toss.  None of this self-knowledge requires omniscience, nor do we have to be omniscient to be able to make reasonable predictions about what other people will do.  But none of this (self- or other-) knowledge gives us any headway with something as problematic as Prob(A):  for precisely to the extent that a “decision” is determinable by states of the world, it cannot be an act in a decision theoretic sense.  In choosing to shop because I tossed heads, the proper action lies in establishing the dependence relation in the first place.

   
A second way around the implausibility of Jeffrey’s theory, as I have presented it, is to treat act/state dependence in terms of indicative conditionals, rather than statistical conditionalization.  In fact, this is the approach which best corresponds to Nozick’s first argument (for taking only one box).  Recall that indicative supposition corresponds to the question “What is the world like if I do perform A?”  Indicative conditionals of the form “If I perform act A, then state S will obtain” (written “A ( S,” where the connective “(” stands for the indicative conditional) provide an intuitively plausible representation of one way of reasoning through decision problems, like Newcomb’s.  If—an assumption which also seems plausible—these conditional statements could be assigned probability values (e.g., there is a 30% chance that if I do X, Y will happen), they could be incorporated into expected utility calculations, just like conditional probabilities.  


Unfortunately, David Lewis has proved that we cannot take this last step:  indicative conditionals cannot be assigned probabilities, in any coherent sense of the term “probability” (which also shows that indicative conditionals are not propositions).  I will present Lewis’ results below, and evaluate some of their implications for decision theory.  It turns out that there is a close relation between the problematic status of probabilities of indicative conditionals, on the one hand, and, on the other hand, the difficulties we faced giving sense to Jeffrey’s strategy of conditionalizating on probabilities of actions.  


In short, there is no easy way to unpack the conditional probability (S/A).  For the time being, let us treat it as the probability of the indicative conditional (A( S).  Lewis’ critique aside, the Newcomb Problem itself authorizes this move.  There is no question that if we pick one box only, the being will have predicted this, and will have put the million dollars under the box:  this is what we are told.  If we pick both boxes, the being will have predicted this also, and will have put nothing under the second box.  In our notation:



P (S1/A1) = very near zero



P (S2/A1) = very near one



P (S1/A2) = very near one



P ( S2/A2) = very near zero

And by Jeffrey’s equation, the expected utilities of A1 and A2 are:


V(A1) =  P(S1/A1) u(O[A1,S1]) + P(S2/A1) u(O[A1,S2])



= (~0) u([$M + $1000]) + (~1) u($1000)



= ~ 1000


V(A2) =  P(S1/A2) u(O[A2,S1]) + P(S2/A2) u(O[A2,S2])

 
           = (~1) u($M) + (~0) u($0)


           = ~1,000,000

 This is nothing more than a formalization of Nozick’s First Argument (for taking only box 2). 

What is wrong with this argument—and why should you take both boxes?  Nozick’s Second Argument describes (implicitly) a possible-worlds analysis of the Newcomb Problem:  the agent is either in a world where the being has placed the $M in the second box, or she is in a world where the being has not put the $M in the box, and in either of these two cases, she should take both boxes.  The agent’s decision cannot causally affect which state obtains, because the future (in which she decides) cannot causally affect the past (in which the being has already made his prediction).  From this “two boxer” perspective, we can see that the problem with the “one boxers’” strategy is that they decide as if the money in box 2 appeared or disappeared according to their actions.  This is tantamount to hallucination.


Allan Gibbard and William Harper have proposed a version of causal decision theory which incorporates counterfactual conditionals, and where expected utility is calculated according to the following formula:

V(A) = ∑ EQ \s\do6(S)  Prob(A ٱ( S)  u(O[A,S])
Where “A ٱ( S” is read as the counterfactual conditional “If I were to do A, then S would hold.”  Because Prob(A1 ٱ( S1) = Prob(A2 ٱ( S1) (define this probability as X) and Prob(A1 ٱ( S2) = Prob(A2ٱ( S2) (define this probability as 1-X), causal decision theory recommends taking both boxes (A1) in the Newcomb Problem:


V(A1) =  P(A1 ٱ( S1) (u(O[A1,S1]) + P(A1 ٱ( S2) u(O[A1,S2])



=  (X) u([$M + $1,000]) + (1-X) u($1,000)



= 1,001,000(X) – 1,000(X) + 1,000



= 1,000,000 X + 1,000


V(A2) =  P(A2 ٱ( S1) u(O[A2,S1]) + P(A2 ٱ( S2) u(O[A2,S2])

 
           =  (X) u($M) + (1-X) u($0)


           = 1,000,000 X
There is a sense in which the lesson of the Newcomb Problem is simply that we need a (causal) decision theory that does not get taken in by the false correlations one gets by conditionalizing state likelihoods on acts (via evidential decision theory).  The error we make in  basing our deliberation on these statistical correlations is that we cannot tell “true” correlations between acts and states (which would reflect underlying causal relations) from false ones (which do not).  One could then construct far less extreme (i.e., more realistic) Newcomb Problems than Nozick’s, involving any sort of misleading act/state correlation. 


Nevertheless, this is not the full story, or at least not why it is interesting.  The abstraction of causal from correlative relations has profound (metaphysical) consequences, and ultimately depends on some sort of possible worlds or modal semantics.  It also introduces a temporal dimension (which is why the two-box argument makes explicit reference to time, while the one-box argument is thoroughly atemporal).  It is fundamentally oriented towards the “totality” represented by modal necessity.


Evidential decision theory is also more complicated.  I have suggested that EDT proceeds not by conditionalization (statistical correlations), but by indicative conditionals.   I suspect Indicative conditionals are oriented towards a problematic totality, which the Newcomb Problem only renders explicit.  But this needs to be thought through.  

 
The problem with evidential DT is not so much it provides incorrect answers to Newcomb Problems, but that it incorporates a kind of reasoning (indicative supposition) that cannot be used to provide coherent expected utility calculations in the first place:  indicative conditionals, unlike counterfactual conditionals, do not represent propositions that can be assigned coherent probabilities.  It is also significant that 

IV.  Probabilities of Indicative Conditionals:  Lewis’ Triviality Results

David Lewis has shown that the probabilities of indicative conditionals are not conditional probabilities. The proof, by reductio, is short and simple.  A and C represent the antecedent and consequent of an indicative conditional, respectively:

By assumption:

(1)  P(A ( C) = P(C/A), if P(A) > 0

If the proposition (A ( C) can be assigned to a probability function

(2)  P(A ( C/B) = P(C/[A and B]), if P(A and B) >0

Substituting C and ~C (not-C) for B, in (2), we get (3) and (4) respectively:

(3)  P(A( C/C) = P(C/[A and C]) = 1


Note that P(C/AC) = P([A and C and C])/P(A and C) = P(A and C)/P(A and C) = 1 

(4)  P(A ( C/~C) = P(C/A and ~C)] = 0

We can determine the probability of any proposition D by expansion by cases:

(5)  P(D) = P(D/C)(P[C]) + P(D/~C)(P[~C])

Taking D as A ( C, we substitute (3) and (4) into (5): 

(6)  P(A ( C) = P(A( C/C) (P[C]) + P(A ( C/~C) (P[~C])

(7)  P(C/A) = (1)(P[C]) + (0)(P[~C]) = P(C)

The result in line (7) is an absurdity, which implies that “if only P(A and C) and P(A and ~C) both are positive, then A and C are probabilistically independent under P” (Lewis, p. 132).  


Is there a relation between indicative conditionals and indexicality? (Yes, Gibbard)


Non-iterability of indicatives, vs. iterability of counterfactuals.






